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1 Building MarketMind: A Hands-on Tutorial for Creating Your Own AI Financial Assistant Agent








Note




New to building AI agents? This tutorial teaches the fundamentals through hands-on coding—concepts that apply to any LLM provider. Think of it as learning to drive in a parking lot before navigating city traffic.







Welcome to the MarketMind tutorial! Today, we’re embarking on a journey to build something exciting: an AI financial assistant that can retrieve real-time stock data, analyze company information, and engage in meaningful conversations about the markets. Whether you’re new to AI or looking to expand your skills, this tutorial will guide you through creating a practical, functional agent that works with real-world data.


1.1 Is This Tutorial Right for You?

Before we dive in, let’s take a moment to consider if this tutorial aligns with your interests and experience level.


1.1.1 This Tutorial Is For You If…

You’re a Python developer new to building AI agents. Perhaps you’ve used ChatGPT or other AI tools and wondered, “How could I build something like this myself?” You don’t need prior agent experience—just working Python knowledge.

You’re a practical learner who prefers hands-on experience over theoretical discussions. Rather than just reading about concepts, you want to implement them, see them work, and understand how the pieces fit together. You appreciate real-world applications that solve genuine problems, not just toy examples.

You’re an AI enthusiast excited about cutting-edge technologies. The field of AI is evolving rapidly, and you want to stay current with the latest developments. Beyond just using these tools, you’re curious about how they work under the hood and why certain design decisions are made.



1.1.2 This Tutorial Is NOT For You If…

You’re an expert already building advanced AI agents professionally. We’ll be covering fundamentals that you likely already understand. This tutorial is designed as an entry point to open the door to more advanced AI projects.

You’re seeking a quick solution without learning the underlying concepts. If you just want code to copy without understanding how it works, this tutorial will feel unnecessary. We believe in building a solid foundation of understanding, which takes a bit more time but yields greater capabilities in the long run.




1.2 “But Can’t AI Just Write This Code For Me?”

It’s a fair question. With today’s coding assistants, couldn’t you just ask an AI to build a financial assistant for you?

“Vibe coding”—using AI to generate code from high-level descriptions—has its place in modern development. However, when building complex systems like AI agents, understanding the fundamentals remains crucial.

When developing agents, you’ll inevitably face issues: tools misbehaving, queries being misunderstood, or systems acting unpredictably. Without understanding how your agent works, troubleshooting becomes much harder. You’re often left with a black box you can’t effectively debug.

Understanding the fundamentals also helps you communicate better with AI tools. You’ll write more effective prompts, identify issues faster, and implement more sophisticated solutions. Instead of being limited by what AI can generate from vague descriptions, you can truly collaborate with AI.

Our approach combines learning by doing with understanding core concepts. Once you’ve mastered these basics, you’ll be well-equipped to leverage AI for advanced use cases, extending your agent far beyond what simple code generation could achieve.

So as you work through the code, don’t get caught up memorizing every function signature or import statement—that’s exactly what AI assistants excel at helping you with. Instead, pay attention to the underlying patterns: How does an agent decide which tool to call? What information does a good tool definition need to include? How does context flow from one turn of conversation to the next? These are the questions that matter. The specific APIs will evolve, but the fundamentals—agents that take action, reason about their options, and maintain context—will remain constant across any framework you encounter.



1.3 What You’ll Build: The MarketMind Financial Assistant

Before we dive into the step-by-step implementation, let’s take a look at what we’ll be building. MarketMind is a powerful financial assistant that can retrieve real-time stock data, analyze company information, and engage in meaningful conversations about the markets.


1.3.1 Final Project Structure

market-mind-agent-tutorial/
├── src/
│   ├── common/              # Shared components
│   │   ├── config.py        # Centralized configuration
│   │   └── tools_yf.py      # Yahoo Finance data tools
│   ├── agent_from_scratch/  # Agent implementation from scratch
│   │   ├── agent_chat.py    # Chat Completion API implementation
│   │   ├── agent_response.py # Response API implementation
│   │   └── tool_manager.py  # Tool registration and execution
│   ├── openai_agent_sdk/    # OpenAI Agent SDK implementation
│   │   ├── agent.py         # Agent implementation
│   │   └── memory.py        # Conversation memory handling
│   └── cli/                 # Command-line interface
│       └── main.py          # CLI commands and entry points
├── tests/                   # Tests
│   ├── test_tools.py        # Test the tools
│   ├── test_agent.py        # Basic tests for the agent
│   └── test_agent_comprehensive.py  # More tests for the agent
├── .env.example             # Environment template
├── .gitignore               # Git ignore rules
├── LICENSE                  # MIT License
├── pyproject.toml           # Project configuration
└── README.md                # Project documentation



1.3.2 Capabilities and Features

The MarketMind agent will be able to:


	Retrieve Financial Data

	Get current stock prices: “What’s Apple trading at today?”

	Fetch historical data: “Show me Tesla’s performance over the last week”

	Provide company information: “Tell me about Netflix’s business model”

	Display financial metrics: “What’s Microsoft’s P/E ratio?”




	Maintain Conversation Context

	Remember previously mentioned stocks: “How does it compare to Google?”

	Track discussion topics across multiple turns

	Understand follow-up questions without repetition




	Provide a User-Friendly Interface

	Command-line interface with color-coded responses

	Progress indicators during tool execution

	Detailed logging for debugging








1.3.3 Try It Yourself (Optional)

Want to see the finished agent in action before building it? You can try it right now:

git clone https://github.com/agenteer/market-mind-agent-tutorial.git
cd market-mind-agent-tutorial
uv venv && source .venv/bin/activate
uv pip install -e .
cp .env.example .env  # Add your OpenAI API key (see tip below)
market-mind openai-agent-sdk









Need an OpenAI API key?




See OpenAI API Key Setup for instructions. The cost to run this entire tutorial is typically less than $1.









1.3.4 Preview of the MarketMind Agent in action

Here’s an example conversation with the finished agent:








Note




The prices shown below are from when this tutorial was written (April 2025). When you run the agent, you’ll see current market prices.







🤖 MarketMind Financial Assistant
Ask me about stocks, companies, or financial metrics. Type 'exit' to quit.

You: What's the current price of Tesla stock?
MarketMind is thinking...
  🤔 Processing query and deciding on actions...
  🔍 Getting stock price for TSLA
  ✅ Analysis complete, generating response...
MarketMind: Tesla, Inc. (TSLA) is currently trading at $237.97, up 4.60% today.

You: How about Apple?
MarketMind is thinking...
  🤔 Processing query and deciding on actions...
  🔍 Getting stock price for AAPL
  ✅ Analysis complete, generating response...
MarketMind: Apple Inc. (AAPL) is currently trading at $209.28, up 0.44% today.

You: Compare their financial metrics
MarketMind is thinking...
  🤔 Processing query and deciding on actions...
  💰 Getting financial metrics for TSLA
  💰 Getting financial metrics for AAPL
  ✅ Analysis complete, generating response...
MarketMind: Here's a comparison of Tesla and Apple's key financial metrics:

| Metric | Tesla (TSLA) | Apple (AAPL) |
|--------|--------------|--------------|
| Market Cap | $917.81 billion | $3.14 trillion |
| P/E Ratio | 163.76 | 33.22 |
| Revenue | $95.72 billion | $395.76 billion |
| Profit Margin | 6.38% | 24.30% |





1.4 Our Learning Path

The concepts you’ll learn—tool design, context management, agent architecture—apply to building agents with any LLM provider. We use OpenAI’s APIs as our implementation platform, giving you hands-on experience with three different approaches:


	🚀 OpenAI Agent SDK We will start with an implementation using the OpenAI Agent SDK. This gives you a working agent right away, helping you understand what we’re building toward. While we’ll still need to implement the actual tool functions, the SDK simplifies the integration of these tools with the language model. It’s like learning to drive by experiencing what a car can do before studying engine mechanics. We will also dive into how to incorporate conversational history and custom memory context into the Agent.


	🛠️ OpenAI Chat Completion API Next, we’ll build from scratch using the Chat Completion API. This fundamental approach helps you understand the core architecture of an AI agent—how it processes requests, makes decisions, and manages context. You’ll implement not just the tool functions but also the entire tool calling orchestration, giving you insight into what the SDK was handling for you.


	🌟 OpenAI Response API Finally, we’ll explore the Response API approach. This API offers built-in state management and efficient conversation handling, and by comparing it with our previous implementations, you’ll develop a nuanced understanding of the tradeoffs between different approaches.




This balanced progression—from high-level frameworks to low-level implementations to alternative APIs—gives you both practical skills and deeper understanding of AI agent development.



1.5 The ABC Framework for Agent Design

Throughout this tutorial, we’ll use a structured approach called the ABC Framework to organize our thinking about agent development:



[image: ]

ABC Framework Diagram



Action is how our agent interacts with the external world. For MarketMind, this means calling financial APIs to get stock data, executing various tools based on user requests, and formatting information for presentation. The Action component is what makes our agent useful—it’s how it accomplishes real tasks rather than just having conversations.

Brain is the reasoning and decision-making center of our agent. Powered by large language models, the Brain understands user queries, decides which tools to use, generates natural language responses, and plans multi-step processes when needed. This is where the “intelligence” of our agent resides.

Context manages information and memory for our agent. It tracks conversation history so the agent remembers what you’ve discussed, stores retrieved financial data for quick reference, and maintains the overall state of the interaction. Without good context management, our agent would be forgetful and frustrating to use.

This ABC Framework helps us organize our agent’s architecture and ensures we’re addressing all essential aspects of functionality. As we build MarketMind, you’ll see how these components work together to create a cohesive, intelligent system.








ABC Framework and AI Agent Engineering




You can learn more about the ABC Framework and how it serves as a blueprint for AI Agent Engineering at Agenteer.com.







Now Let’s begin our journey to build MarketMind, your own AI-powered financial assistant!





2 Project Setup and Installation


2.0.1 Learning Objectives


	Set up your development environment

	Create and activate a virtual environment

	Organize your project directory structure for a Python package

	Create your python packaging file and understand its sections

	Install your package in development mode and verify installation

	Set up your OpenAI API key for use in the project





2.0.2 IDE and Required Software


2.0.2.1 Choosing an IDE

Before we dive into building our AI agent, let’s take a moment to set up a comfortable and efficient development environment. The right tools will make our coding journey much more enjoyable and productive.

For this tutorial, we will use an Integrated Development Environment (IDE) to write and test our code. While any text editor could work, a proper IDE will provide helpful features like code completion, syntax highlighting, and debugging tools that make development much easier.

You can use any IDE you’re comfortable with, but here are some excellent options if you don’t have a preference:

VS Code is the popular free, open-source editor from Microsoft with excellent Python support and a rich extension ecosystem including AI coding assistants like Github Copilot and Cline.

windsurf and cursor are newer AI-powered IDEs. Cursor is forked from VSCode. Windsurf offers a VSCode plugin but also has its standalone editor.



2.0.2.2 Required Software


	Python 3.10 or newer

	Git for version control






2.0.3 Set up a virtual environment

Create a new project directory:

mkdir market-mind-agent-tutorial
cd market-mind-agent-tutorial









Already tried the finished agent?




If you ran the quick start from the Introduction, you already have the repo cloned. You can follow along in that directory, or start fresh here to build from scratch.







Let’s proceed to create a virtual environment:








What is a virtual environment and why do we need it?




A virtual environment is an isolated Python environment that allows you to install packages for a specific project without affecting your system-wide Python installation. This isolation helps avoid dependency conflicts between different projects and makes your project more reproducible.







We will use UV, a more modern and extremely fast Python package and project manager, compared to other alternatives like pip, poetry, pyenv etc.

# Install UV if not already installed
curl -LsSf https://astral.sh/uv/install.sh | sh # for macOS/Linux
# On Windows: powershell -ExecutionPolicy ByPass -c "irm https://astral.sh/uv/install.ps1 | iex"

# Create a virtual environment
uv venv

# Activate the virtual environment
source .venv/bin/activate  # On Windows: .venv\Scripts\activate


After activating the virtual environment, you can verify which Python interpreter you’re using and its version with:

which python  # On Windows: where python
python --version


You should see that Python is now being used from the .venv directory you just created, confirming you’re working in the new environment.



2.0.4 Create Basic Directory Structure

Now, let’s create our basic directory structure:

# Create the src directory and module subdirectories
mkdir -p src/common src/agent_from_scratch src/openai_agent_sdk src/cli

# Create __init__.py files to make the directories valid Python packages
touch src/__init__.py
touch src/common/__init__.py
touch src/agent_from_scratch/__init__.py
touch src/openai_agent_sdk/__init__.py
touch src/cli/__init__.py

# Create minimal CLI files so the entry points can be found
echo "def main():
    print('MarketMind CLI - coming soon!')

if __name__ == '__main__':
    main()" > src/cli/main.py




2.0.5 Set up the Project Configuration File

Let’s create a basic pyproject.toml file to define our project structure and dependencies:

[project]
name = "market-mind-agent-tutorial"
version = "0.1.0"
authors = [
    {name = "Agenteer"},
]
description = "A hands-on tutorial for building AI agents"
requires-python = ">=3.10"
dependencies = [
    "openai>=1.0.0",
    "yfinance",
    "python-dotenv",
    "click",
]

[project.scripts]
market-mind = "src.cli.main:main"

[build-system]
requires = ["hatchling"]
build-backend = "hatchling.build"

# tells the build system to include the 'src' directory
[tool.hatch.build.targets.wheel]
packages = ["src"]


This file tells Python:


	Project metadata: Name, version, description, etc.

	Dependencies: External packages our project needs. For example, here we will use:

	openai package for calling the OpenAI models

	yfinance for retrieving stock data

	python-dotenv package for loading environment variables

	click package for command line arguments




	Entry points: Command-line scripts that will be available after installation, we specify them for our various Agent implementations, and they must point to actual Python modules that exist

	Build system configuration: Specifies how to build the package (we use hatchling)



The file follows the PEP 621 standard for Python package metadata, making our project compatible with all modern Python packaging tools.








Important: Directory Structure Must Match Configuration




If you try to install your package without creating the proper directory structure or without the correct build configuration, you’ll get errors.

In our case, we added the [tool.hatch.build.targets.wheel] section with packages = ["src"], which explicitly tells the build system to include the src directory in the package.

When do we not need to do this?


	If you’re using a src layout, and you have a directory that matches your specified package name, in our case, it will be src/market_mind_agent_tutorial

	If you have a directory that matches your specified package name - in our case market_mind_agent_tutorial - directly at the root of your project



Then the build system will be able to find them automatically and you don’t need to explicitly tell the build system to include it.









2.0.6 Install Your Package

Now you can install the package in development mode:

uv pip install -e .









What does “install in development mode” mean?




When you install a package in development mode (using the -e flag), you’re telling Python to use the code directly from your project directory rather than copying it to the Python site-packages directory. This means:


	Any changes you make to the code will immediately take effect without needing to reinstall the package

	The package will be available to import in Python just like any other installed package

	Command-line scripts defined in the package will be available in your environment
















What happens during uv pip install -e .




When you run this command:


	The installation process reads your pyproject.toml and uses the specified build backend (hatchling)

	The build backend looks for the package structure defined in pyproject.toml

	It needs to find all the modules and entry points referenced in the configuration

	The build backend creates a package based on your configuration

	Dependencies listed in your pyproject.toml are installed

	A special link is created in your Python environment pointing to your project directory (the -e flag)

	Entry points defined in project.scripts are installed as executable commands



The output shows all the packages being installed, including your own package and its dependencies.







After installing the package, you can verify that your package was installed correctly and the command-line scripts are available:

# List installed packages
uv pip list | grep market-mind

# Check that the command-line scripts are available
which market-mind # On Windows: where market-mind-sdk

# Try running the CLI commands
market-mind
# Should output: "MarketMind CLI - coming soon!"




2.0.7 OpenAI API Key Setup








Required: Set up your API key before proceeding




The MarketMind agent requires an OpenAI API key to function. You must complete this step before running the agent in later chapters.







If you do not have an OpenAI API key yet, follow the instructions at OpenAI API Key to get your API key.

Once you have your key, create a .env file in your project root directory (the market-mind-agent-tutorial folder):

# Create a .env file for your API key
echo "OPENAI_API_KEY=your_api_key_here" > .env


Make sure to replace your_api_key_here with your actual OpenAI API key.








Keep your API key secure




Never commit your .env file to version control. Add .env to your .gitignore file:

# Add .env to .gitignore (creates the file if it doesn't exist)
echo ".env" >> .gitignore










2.0.8 Next Steps

Now that we’ve set up our project and understood what we’re building, we’re ready to dive into implementation. In the next chapter, we’ll start by building the financial tools that will form the foundation of our MarketMind agent.





3 Building Financial Tools


3.1 Learning Objectives


	Understand how to integrate with external APIs in AI agents

	Build and test tools for retrieving financial data

	Implement logging for better debugging and visibility

	Create a reusable tool structure for different agent implementations





3.2 The Role of Tools in AI Agents

Tools are the “Action” component in our ABC Framework. They allow our agent to interact with the external world, retrieve information, and perform tasks that the language model alone cannot do. For our financial assistant, we want to have tools that can:


	Retrieve current stock prices

	Get historical price data

	Fetch company information

	Access financial metrics



These tools will connect to Yahoo Finance’s API to get real-time financial data. Let’s start by setting up the necessary dependencies.



3.3 Setting Up Yahoo Finance Integration

First, we need to install the yfinance package, which provides a convenient Python interface to Yahoo Finance data. We should have already installed it when we set up our project, if not, we can do:

uv add yfinance


Now, let’s create our first tool file in the common directory:

touch src/common/tools_yf.py


Below is a sample implementation of our financial tools. It is perfectly fine to have AI coding assistant generate these functions for you as long as you verify them. Refer to the yfinance documentation for more details.

# src/common/tools_yf.py
import logging
import sys
import yfinance as yf
from datetime import datetime, timedelta

# Configure logger for this module
logger = logging.getLogger(__name__)
logger.setLevel(logging.INFO)

def get_stock_price(ticker: str) -> str:
    """
    Get the current price of a stock.

    Args:
        ticker: The stock ticker symbol (e.g., 'AAPL')

    Returns:
        A string with the current price of the stock
    """
    logger.info(f"Getting stock price for {ticker}")
    ticker = ticker.upper()

    try: 
        stock = yf.Ticker(ticker)
        info = stock.info

        hist = stock.history(period="1d")

        if hist.empty:
            return f"Could not retrieve stock price for {ticker}. Please check the ticker symbol."

        current_price = hist['Close'].iloc[-1]

        try:
            prev_close = info.get('previousClose', hist['Open'].iloc[-1])
            change = current_price - prev_close
            percent_change = (change / prev_close) * 100
        except (KeyError, IndexError):
            change = 0
            percent_change = 0
        
        # Get company name
        company_name = info.get('shortName', ticker)

        # Format with direction indicators
        direction = "up" if change > 0 else "down" if change < 0 else "unchanged"

        return f"{company_name} ({ticker}) is currently trading at ${current_price:.2f}, {direction} {abs(percent_change):.2f}% today."
    except Exception as e:
        logger.error(f"Error fetching stock price for {ticker}: {str(e)}", exc_info=True)
        return f"An error occurred while fetching the stock price for {ticker}: {str(e)}"


This first tool retrieves the current stock price for a given ticker symbol. Let’s continue by implementing the remaining tools:

def get_stock_history(ticker: str, days: int) -> str:
    """
    Get historical price data for a stock using Yahoo Finance.
    
    Args:
        ticker: The stock ticker symbol (e.g., 'AAPL')
        days: Number of days of history to retrieve (default: 7)
        
    Returns:
        A string with the historical price information
    """
    logger.info(f"Getting {days} days of stock history for {ticker}")
    ticker = ticker.upper()
    
    try:
        # Get ticker info from Yahoo Finance
        stock = yf.Ticker(ticker)
        
        # Get historical data for the specified period
        # Add a buffer to ensure we get enough business days
        buffer_days = max(5, int(days * 1.5))
        end_date = datetime.now()
        start_date = end_date - timedelta(days=buffer_days)
        
        hist = stock.history(start=start_date, end=end_date)
        
        if hist.empty:
            return f"Could not retrieve historical data for {ticker}."
        
        # Filter to the exact number of days requested
        hist = hist.tail(days)
        
        # Format the historical data
        history_lines = []
        for date, row in hist.iterrows():
            date_str = date.strftime("%Y-%m-%d")
            close_price = row['Close']
            history_lines.append(f"{date_str}: ${close_price:.2f}")
        
        # Get company name
        company_name = stock.info.get('shortName', ticker)
        
        result = f"Historical prices for {company_name} ({ticker}) - last {len(history_lines)} days:\n\n"
        result += "\n".join(history_lines)
        
        return result
        
    except Exception as e:
        logger.error(f"Error fetching stock history for {ticker}: {str(e)}", exc_info=True)
        return f"Error retrieving historical data for {ticker}: {str(e)}"


def get_company_info(ticker: str) -> str:
    """
    Get basic information about a company using Yahoo Finance.
    
    Args:
        ticker: The stock ticker symbol (e.g., 'AAPL')
        
    Returns:
        A string with the company information
    """
    logger.info(f"Getting company info for {ticker}")
    ticker = ticker.upper()
    
    try:
        # Get ticker info from Yahoo Finance
        stock = yf.Ticker(ticker)
        info = stock.info
        
        if not info:
            return f"Company information for {ticker} is not available."
        
        # Extract relevant company information
        company_name = info.get('shortName', ticker)
        sector = info.get('sector', 'Not available')
        industry = info.get('industry', 'Not available')
        description = info.get('longBusinessSummary', 'No description available')
        
        # Additional information if available
        website = info.get('website', 'Not available')
        employees = info.get('fullTimeEmployees', 'Not available')
        country = info.get('country', 'Not available')
        city = info.get('city', 'Not available')
        
        # Format the company profile
        result = f"Company Profile: {company_name} ({ticker})\n\n"
        result += f"Sector: {sector}\n"
        result += f"Industry: {industry}\n"
        result += f"Country: {country}\n"
        result += f"City: {city}\n"
        result += f"Website: {website}\n"
        result += f"Employees: {employees}\n\n"
        result += f"Description: {description}"
        
        return result
        
    except Exception as e:
        logger.error(f"Error fetching company info for {ticker}: {str(e)}", exc_info=True)
        return f"Error retrieving company information for {ticker}: {str(e)}"


def get_financial_metrics(ticker: str) -> str:
    """
    Get key financial metrics for a company using Yahoo Finance.
    
    Args:
        ticker: The stock ticker symbol (e.g., 'AAPL')
        
    Returns:
        A string with key financial metrics
    """
    logger.info(f"Getting financial metrics for {ticker}")
    ticker = ticker.upper()
    
    try:
        # Get ticker info from Yahoo Finance
        stock = yf.Ticker(ticker)
        info = stock.info
        
        if not info:
            return f"Financial metrics for {ticker} are not available."
        
        # Extract key financial metrics
        company_name = info.get('shortName', ticker)
        
        # Market data
        market_cap = info.get('marketCap', 'N/A')
        if isinstance(market_cap, (int, float)):
            market_cap = f"${market_cap / 1_000_000_000:.2f} billion"
            
        pe_ratio = info.get('trailingPE', 'N/A')
        if isinstance(pe_ratio, (int, float)):
            pe_ratio = f"{pe_ratio:.2f}"
            
        dividend_yield = info.get('dividendYield', 'N/A')
        if isinstance(dividend_yield, (int, float)):
            dividend_yield = f"{dividend_yield * 100:.2f}%"
            
        fifty_two_week_high = info.get('fiftyTwoWeekHigh', 'N/A')
        fifty_two_week_low = info.get('fiftyTwoWeekLow', 'N/A')
        
        # Financial metrics
        revenue = info.get('totalRevenue', 'N/A')
        if isinstance(revenue, (int, float)):
            revenue = f"${revenue / 1_000_000_000:.2f} billion"
            
        profit_margin = info.get('profitMargins', 'N/A')
        if isinstance(profit_margin, (int, float)):
            profit_margin = f"{profit_margin * 100:.2f}%"
            
        return_on_equity = info.get('returnOnEquity', 'N/A')
        if isinstance(return_on_equity, (int, float)):
            return_on_equity = f"{return_on_equity * 100:.2f}%"
        
        # Format the metrics
        result = f"Financial Metrics: {company_name} ({ticker})\n\n"
        result += f"Market Cap: {market_cap}\n"
        result += f"P/E Ratio: {pe_ratio}\n"
        result += f"Dividend Yield: {dividend_yield}\n"
        result += f"52-Week Range: ${fifty_two_week_low} - ${fifty_two_week_high}\n\n"
        result += f"Revenue: {revenue}\n"
        result += f"Profit Margin: {profit_margin}\n"
        result += f"Return on Equity: {return_on_equity}"
        
        return result
        
    except Exception as e:
        logger.error(f"Error fetching financial metrics for {ticker}: {str(e)}", exc_info=True)
        return f"Error retrieving financial metrics for {ticker}: {str(e)}" 




3.4 Enhancing Tools with Colorful Logging

To make our tools more user-friendly, let’s add colorful console output for logging. This will help users understand what the agent is doing when it calls these tools:

# Add this at the top of tools_yf.py, replacing the simple logger setup
# Set up a colorful console handler for nice log presentation
class ColoredFormatter(logging.Formatter):
    def format(self, record):
        if record.levelno == logging.INFO:
            # Colorize function calls
            if record.msg.startswith("Getting stock price"):
                return f"  🔍 {record.getMessage()}"
            elif record.msg.startswith("Getting stock history"):
                return f"  📈 {record.getMessage()}"
            elif record.msg.startswith("Getting company info"):
                return f"  🏢 {record.getMessage()}"
            elif record.msg.startswith("Getting financial metrics"):
                return f"  💰 {record.getMessage()}"
        return super().format(record)

# Configure logger for this module to output INFO level with color
logger = logging.getLogger(__name__)
logger.setLevel(logging.INFO)

# Add a special handler for colorful console output
console_handler = logging.StreamHandler(sys.stdout)
console_handler.setFormatter(ColoredFormatter('%(message)s'))
logger.addHandler(console_handler)




3.5 Testing Our Financial Tools

Before integrating these tools with our agent, let’s create a simple test script to make sure they work correctly. Create a file called test_tools.py in the tests directory:

# tests/test_tools.py
from src.common.tools_yf import (
    get_stock_price,
    get_stock_history,
    get_company_info,
    get_financial_metrics
)

# Test the stock price function
ticker = "TSLA"
print("\n--- Testing get_stock_price ---")
result = get_stock_price(ticker)
print(f"Result: {result}")

# Test the stock history function
print("\n--- Testing get_stock_history ---")
result = get_stock_history(ticker, 7)
print(f"Result: {result}")

# Test the company info function
print("\n--- Testing get_company_info ---")
result = get_company_info(ticker)
print(f"Result: {result}")

# Test the financial metrics function
print("\n--- Testing get_financial_metrics ---")
result = get_financial_metrics(ticker)
print(f"Result: {result}")


Run the test script to make sure our tools are working:

python test_tools.py


You should see output similar to this:

--- Testing get_stock_price ---
  🔍 Getting stock price for TSLA
Result: Tesla, Inc. (TSLA) is currently trading at $237.97, up 4.60% today.

--- Testing get_stock_history ---
  📈 Getting 7 days of stock history for TSLA
Result: Historical prices for Tesla, Inc. (TSLA) - last 7 days:

2025-04-15: $225.36
2025-04-16: $232.41
2025-04-17: $235.89
2025-04-18: $232.78
2025-04-21: $227.50
2025-04-22: $237.97

--- Testing get_company_info ---
  🏢 Getting company info for TSLA
Result: Company Profile: Tesla, Inc. (TSLA)

Sector: Consumer Cyclical
Industry: Auto Manufacturers
Country: United States
City: Austin
Website: https://www.tesla.com
Employees: 125665

Description: Tesla, Inc. designs, develops, manufactures, leases, and sells electric vehicles, and energy generation and storage systems in the United States, China, and internationally. The company operates in two segments, Automotive, and Energy Generation and Storage. The Automotive segment offers electric vehicles, as well as sells automotive regulatory credits. It provides sedans and sport utility vehicles through direct and used vehicle sales, a network of Tesla Superchargers, and in-app upgrades; and purchase financing and leasing services. This segment is also involved in the provision of non-warranty after-sales vehicle services, sale of used vehicles, retail merchandise, and vehicle insurance, as well as sale of products to third party customers; services for electric vehicles through its company-owned service locations, and Tesla mobile service technicians; and vehicle limited warranties and extended service plans. The Energy Generation and Storage segment engages in the design, manufacture, installation, sale, and leasing of solar energy generation and energy storage products, and related services to residential, commercial, and industrial customers and utilities through its website, stores, and galleries, as well as through a network of channel partners. This segment also offers service and repairs to its energy product customers, including under warranty; and various financing options to its solar customers. The company was formerly known as Tesla Motors, Inc. and changed its name to Tesla, Inc. in February 2017. Tesla, Inc. was incorporated in 2003 and is headquartered in Austin, Texas.

--- Testing get_financial_metrics ---
  💰 Getting financial metrics for TSLA
Result: Financial Metrics: Tesla, Inc. (TSLA)

Market Cap: $917.81 billion
P/E Ratio: 163.76
Dividend Yield: N/A
52-Week Range: $167.41 - $488.54

Revenue: $95.72 billion
Profit Margin: 6.38%
Return on Equity: 8.77%

Great! Our tools are working correctly and retrieving real-time financial data from Yahoo Finance.



3.6 Centralizing Configuration

Let’s create a centralized configuration file to manage settings across our application. Create src/common/config.py:

# src/common/config.py
"""
Centralized configuration module for MarketMind Agent.

This module provides centralized configuration for the entire application including:
1. Model defaults
2. System prompts
3. API key management
4. Logging configuration
"""

# Model configuration
DEFAULT_MODEL = "gpt-4.1-nano"
DEFAULT_MAX_ITERATIONS = 10  # Safety limit for conversation loops

# System prompts 
SYSTEM_PROMPT = """
You are MarketMind, a helpful financial assistant.

You have access to the following tools:
- get_stock_price: Retrieve the latest trading price for a stock ticker.
- get_stock_history: Get historical closing prices for a stock over a specified number of days.
- get_company_info: Provide a company profile, including sector, industry, and description.
- get_financial_metrics: Display key financial metrics such as market cap, P/E ratio, and revenue.

For any question about stock prices, company information, or financial metrics, always use the appropriate tool to get the most accurate and up-to-date information.  

Do not guess or fabricate financial data; rely on the tools for factual answers.  
        
If a question is outside your tools' scope, answer to the best of your ability or politely decline.  
        
Always respond in a clear, helpful manner.
"""

# API Key management
import os
from dotenv import load_dotenv

load_dotenv()

def check_api_key():
    """Check if the OpenAI API key is set and return it.
    
    Returns:
        str: The OpenAI API key
        
    Raises:
        ValueError: If the API key is not set
    """
    OPENAI_API_KEY = os.getenv("OPENAI_API_KEY")
    if not OPENAI_API_KEY:
        raise ValueError(
            "OpenAI API key not found. Please set the OPENAI_API_KEY environment variable "
            "or add it to a .env file."
        )
    return OPENAI_API_KEY

# Get the API key once at module import time
OPENAI_API_KEY = check_api_key()

# Logging configuration
import logging
import os
from datetime import datetime

def setup_logging(debug=False, module_loggers=None, log_to_file=False, console_output=False):
    """Set up logging configuration for the application.
    
    This function configures logging for the entire application. It supports:
    - Debug/Info log levels
    - File and/or console output
    - Module-specific logging levels
    - Silencing noisy third-party libraries
    
    Args:
        debug: Whether to enable debug logging (more verbose)
        module_loggers: List of module names to set to DEBUG level
        log_to_file: Whether to log to a file (creates a timestamped log file)
        console_output: Whether to output logs to console (should be False for CLI apps)
        
    Returns:
        log_filename: Path to the log file if enabled, None otherwise
    """
    # Determine log level based on debug flag
    root_level = logging.DEBUG if debug else logging.INFO
    
    # Configure basic logging
    handlers = []
    
    # Add console handler only if explicitly requested
    if console_output:
        console_handler = logging.StreamHandler()
        console_handler.setLevel(root_level)
        console_handler.setFormatter(logging.Formatter(
            '%(asctime)s - %(name)s - %(levelname)s - %(message)s'
        ))
        handlers.append(console_handler)
    
    # Add file handler if requested
    log_filename = None
    if log_to_file:
        log_dir = os.path.join(os.getcwd(), 'logs')
        os.makedirs(log_dir, exist_ok=True)
        timestamp = datetime.now().strftime('%Y%m%d_%H%M%S')
        log_filename = os.path.join(log_dir, f'marketmind_{timestamp}.log')
        
        file_handler = logging.FileHandler(log_filename)
        file_handler.setLevel(root_level)
        file_handler.setFormatter(logging.Formatter(
            '%(asctime)s - %(name)s - %(levelname)s - %(message)s'
        ))
        handlers.append(file_handler)
    
    # Configure root logger
    logging.basicConfig(
        level=root_level,
        handlers=handlers,
        force=True  # Override any existing configuration
    )
    
    # Silence specific third-party loggers to reduce noise in CLI applications
    logging.getLogger("yfinance").setLevel(logging.WARNING)
    logging.getLogger("urllib3").setLevel(logging.WARNING)
    logging.getLogger("peewee").setLevel(logging.WARNING)
    logging.getLogger("httpx").setLevel(logging.WARNING)
    logging.getLogger("httpcore").setLevel(logging.WARNING)
    
    # Set specific module loggers
    if module_loggers:
        for module in module_loggers:
            logging.getLogger(module).setLevel(logging.DEBUG)
    
    return log_filename

# Default logging levels for specific modules
DEFAULT_DEBUG_MODULES = [
    'src.openai_agent_sdk',
    'src.agent_from_scratch',
    'src.cli',
    'openai.agents'
]




3.7 Understand the Tool Design

Let’s take a moment to understand the design of our tools:


	Function-Based Tools: Each tool is a Python function with a clear signature and docstring

	Input Validation: We validate and standardize inputs (e.g., converting ticker symbols to uppercase)

	Error Handling: We catch exceptions and return user-friendly error messages

	Informative Logging: We log actions with emoji indicators for better visibility

	Structured Output: We format the output as human-readable text

	Independent Operation: Tools can be used independently of any agent framework



This design makes our tools: - Reusable: They can be used with any agent implementation - Testable: They can be tested in isolation - Maintainable: Each tool has a single responsibility - User-friendly: They provide clear feedback and formatted output



3.8 Key Takeaways

In this chapter, we’ve: - Built four financial tools that retrieve real-time data from Yahoo Finance - Implemented comprehensive error handling and logging - Created a centralized configuration system - Designed our tools to be reusable across different agent implementations

These tools represent the “Action” component of our ABC Framework. They allow our agent to interact with the external world and retrieve information that the language model alone cannot access.

In the next chapter, we’ll integrate these tools with the OpenAI Agent SDK to create our first complete agent implementation.





4 Creating an Agent with OpenAI Agent SDK


4.1 Learning Objectives


	Understand the OpenAI Agent SDK and its core concepts

	Integrate our financial tools with the Agent SDK

	Build a basic agent that can answer financial questions

	Run and test the agent with different types of queries



Let’s start building our first agent implementation using the OpenAI Agent SDK. This high-level framework will simplify many aspects of agent development, allowing us to focus on the core functionality.



4.2 Understanding the OpenAI Agent SDK

The OpenAI Agent SDK is a framework that simplifies the development of AI agents. It provides many abstractions, among them:


	Tool Management: Registering, describing, and executing tools

	Conversation Management: Handling multi-turn conversations

	State Management: Maintaining context across interactions

	Async Operations: Efficient handling of API calls



Let’s first install the SDK:

uv add openai-agents



4.2.1 Core Concepts in the Agent SDK

Before we dive into implementation, let’s understand the key concepts in the Agent SDK:


	Agent: The main class that represents our assistant. It has a name, instructions, and tools.

	Runner: Responsible for executing the agent with user inputs and managing the conversation flow.

	Tools: Functions that the agent can call to perform actions or retrieve information.

	Context: A container for state that persists across interactions.



Now let’s implement our agent using these concepts.








Create and Test Basic Agents




If you would like to start with even simpler agents to get a better understanding of how the Agent SDK works, please refer to this section.

If you prefer developing and testing in an interactive environment (like Jupyter) for Python, we cover in this section, where we will also discuss the caveats of running the Agent SDK in an interactive environment.










4.3 Building the First Version of MarketMind

Let’s create a file for our Agent SDK implementation:

touch src/openai_agent_sdk/agent.py


Now, let’s implement a basic version of our agent:

# src/openai_agent_sdk/agent.py
from agents import Agent, Runner, function_tool
import logging
from functools import wraps
from src.common.config import SYSTEM_PROMPT, DEFAULT_MODEL
from src.common.tools_yf import (
    get_stock_price as original_get_stock_price,
    get_stock_history as original_get_stock_history,
    get_company_info as original_get_company_info,
    get_financial_metrics as original_get_financial_metrics
)

# Configure logger for the agent
logger = logging.getLogger(__name__)

# Wrap our tools to use with the Agent SDK
@function_tool
@wraps(original_get_stock_price)
def get_stock_price(ticker: str) -> str:
    return original_get_stock_price(ticker)

@function_tool
@wraps(original_get_stock_history)
def get_stock_history(ticker: str, days: int) -> str:
    return original_get_stock_history(ticker, days)

@function_tool
@wraps(original_get_company_info)
def get_company_info(ticker: str) -> str:
    return original_get_company_info(ticker)

@function_tool
@wraps(original_get_financial_metrics)
def get_financial_metrics(ticker: str) -> str:
    return original_get_financial_metrics(ticker)

class MarketMindOpenAIAgent:
    def __init__(self, model=DEFAULT_MODEL):
        """Initialize the MarketMind agent."""
        logger.info(f"Initializing MarketMindOpenAIAgent with model={model}")
        
        # Initialize the agent
        self.agent = Agent(
            name = "MarketMind",
            model = model,
            instructions = SYSTEM_PROMPT,
            tools = [                
                get_stock_price,
                get_stock_history,
                get_company_info,
                get_financial_metrics
            ],
        )
        logger.info("Agent initialization complete")

    async def process_query(self, query):
        """Process a user query using the agent."""
        logger.info(f"Processing query: {query[:50]}...")
        
        # Process the query using the agent
        logger.debug("Sending query to OpenAI agent")
        result = await Runner.run(self.agent, query)
        
        final_output = result.final_output
        logger.debug(f"Received response: {final_output[:50]}...")
        
        return final_output


Let’s break down what’s happening in this code:


	Tool Wrapping: We’re using @function_tool and @wraps to adapt our existing tools for use with the Agent SDK.

	Agent Initialization: We create an Agent object with a name, model, instructions, and tools.

	Query Processing: We implement an async process_query method that uses the Runner to execute the agent with a user query.










Note




@function_tool is a decorator provided by the Agent SDK to mark functions as tools that can be used by the agent. We’re adding the @wraps decorator to make sure the Agent SDK can extract the description of the original functions which helps the agent select the tools, you can refer to this section for more details.









4.4 Testing Our Basic Agent

Let’s create a simple test script to try out our agent:

# /tests/test_agent.py
import asyncio
from src.openai_agent_sdk.agent import MarketMindOpenAIAgent

async def test_agent():
    # Initialize our agent
    agent = MarketMindOpenAIAgent()
    
    # Test with a simple query
    query = "What's the current price of TSLA stock?"
    print(f"Query: {query}")
    
    response = await agent.process_query(query)
    print(f"\nResponse: {response}")

if __name__ == "__main__":
    asyncio.run(test_agent())


Run the test script:

python test_agent.py


You should see output similar to this:

Query: What's the current price of TSLA stock?
  🔍 Getting stock price for TSLA
Response: Tesla, Inc. (TSLA) is currently trading at $237.97, up 4.60% today.


Great! Our agent is working. It correctly understood the query, called the appropriate tool, and formatted a response.



4.5 Understanding How the Agent Works

Let’s take a deeper look at what’s happening when we run the agent:


	Query Processing: The agent receives the user’s query and analyzes it to understand the intent.

	Tool Selection: Based on the query, the agent decides which tool to use (in this case, get_stock_price).

	Tool Execution: The agent calls the selected tool with the appropriate parameters (ticker=“TSLA”).

	Response Generation: The agent formats a natural language response using the tool’s output.



This process is handled automatically by the Agent SDK, which uses the language model to make decisions about tool selection and response generation.



4.6 Testing with Different Query Types

Let’s expand our test to try different types of queries:

# test_agent_comprehensive.py
import asyncio
from src.openai_agent_sdk.agent import MarketMindOpenAIAgent

async def test_agent_with_queries():
    # Initialize our agent
    agent = MarketMindOpenAIAgent()
    
    # List of test queries
    queries = [
        "What's the current price of TSLA?",
        "What was Amazon's stock price over the past week?",
        "Tell me about Apple as a company",
        "Show me Microsoft's financial metrics",
    ]
    
    # Run each query
    for query in queries:
        print(f"\n\n{'='*50}")
        print(f"QUERY: {query}")
        print(f"{'='*50}")
        
        response = await agent.process_query(query)
        print(f"\nRESPONSE:\n{response}")

if __name__ == "__main__":
    asyncio.run(test_agent_with_queries())


Run this comprehensive test:

python test_agent_comprehensive.py


You should see the agent handling different types of queries, using the appropriate tool for each one.

❯ python tests/test_agent_comprehensive.py


==================================================
QUERY: What's the current price of TSLA?
==================================================
  🔍 Getting stock price for TSLA

RESPONSE:
The current price of Tesla (TSLA) is $284.95.


==================================================
QUERY: What was Amazon's stock price over the past week?
==================================================
Getting 7 days of stock history for AMZN

RESPONSE:
Over the past week, Amazon's stock price has fluctuated and is currently around $188.99.


==================================================
QUERY: Tell me about Apple as a company
==================================================
  🏢 Getting company info for AAPL

RESPONSE:
Apple Inc. is a leading technology company based in Cupertino, California. It designs, manufactures, and markets smartphones (iPhone), personal computers (Mac), tablets (iPad), wearables, and accessories worldwide. The company also offers various digital services including Apple Music, Apple TV+, iCloud, Apple Pay, and the App Store. Apple serves consumers, businesses, educational institutions, and government markets globally. It was founded in 1976 and is known for its innovative products and services.


==================================================
QUERY: Show me Microsoft's financial metrics
==================================================
  💰 Getting financial metrics for MSFT

RESPONSE:
Microsoft's key financial metrics include a market cap of approximately $2.91 trillion, a P/E ratio of 31.55, and a dividend yield of 85.00%. The company's revenue is around $261.8 billion, with a profit margin of 35.43% and a return on equity of 34.29%.


==================================================
QUERY: What are the companies we've looked at so far?
==================================================

RESPONSE:
So far, we've looked at the following companies:
- Tesla (TSLA)
- Amazon (AMZN)
- Apple (AAPL)
- Microsoft (MSFT)
❯ python tests/test_agent_comprehensive.py


==================================================
QUERY: What's the current price of TSLA?
==================================================
  🔍 Getting stock price for TSLA

RESPONSE:
Tesla, Inc. (TSLA) is currently trading at $284.95.


==================================================
QUERY: What was Amazon's stock price over the past week?
==================================================
Getting 7 days of stock history for AMZN
  🏢 Getting company info for AMZN

RESPONSE:
Over the past week, Amazon's stock price has fluctuated as follows:
- April 17, 2025: $172.61
- April 21, 2025: $167.32
- April 22, 2025: $173.18
- April 23, 2025: $180.60
- April 24, 2025: $186.54
- April 25, 2025: $188.99

Would you like more detailed analysis or additional information?


==================================================
QUERY: Tell me about Apple as a company
==================================================
  🏢 Getting company info for AAPL
  💰 Getting financial metrics for AAPL

RESPONSE:
Apple Inc. (AAPL) is a leading technology company based in Cupertino, California. It operates in the consumer electronics sector, designing, manufacturing, and marketing products such as iPhones, Mac computers, iPads, and wearables like Apple Watch and AirPods. The company also provides various digital services including the App Store, Apple Music, iCloud, and Apple TV+. 

As of the latest data, Apple has a market capitalization of approximately $3.15 trillion, making it one of the most valuable companies in the world. It has a P/E ratio of 33.22 and a dividend yield of 48.00%. The company reported revenues of about $396 billion, with a profit margin of 24.3% and an impressive return on equity of 136.52%.


==================================================
QUERY: Show me Microsoft's financial metrics
==================================================
  💰 Getting financial metrics for MSFT

RESPONSE:
Here are Microsoft's key financial metrics:
- Market Cap: $2.913 trillion
- P/E Ratio: 31.55
- Dividend Yield: 85.00%
- 52-Week Range: $344.79 - $468.35
- Revenue: $261.80 billion
- Profit Margin: 35.43%
- Return on Equity: 34.29%

Let me know if you'd like more details or information on another company!


==================================================
QUERY: What are the companies we've looked at so far?
==================================================

RESPONSE:
We haven't looked at any specific companies yet. If you have certain companies in mind, please let me know, and I can provide information about them!


But wait! What about the last query? Why does it say “We haven’t looked at any specific companies yet”? Ah, because it does not have memory (YET)! Let’s fix that in the next chapter.



4.7 Key Takeaways

In this chapter, we’ve:


	Installed and set up the OpenAI Agent SDK

	Adapted our financial tools for use with the SDK

	Created a basic agent that can answer financial questions

	Tested the agent with different types of queries



This implementation represents the “Brain” and “Action” component of our ABC Framework. The Agent SDK provides a powerful reasoning engine that can understand user queries, select appropriate tools, and generate natural language responses.

In the next chapter, we’ll enhance our agent with “Context” by adding memory capabilities, allowing it to maintain context across multiple interactions.





5 Adding Memory to Our Agent


5.1 Learning Objectives


	Implement conversation memory to maintain context across interactions

	Create a command-line interface for our agent

	Add error handling and debugging capabilities

	Understand the concept of context in the Agent SDK



In this chapter, we’ll enhance our basic agent with advanced features that make it more powerful and user-friendly.



5.2 Add Memory to Our Agent


5.2.1 Adding Conversational Memory with Response ID

OpenAI’s Agent SDK is built on top of lower level APIs. By default, it uses the Response API, which introduces several improvements over the Chat Completion API. In particular, it provides Built-in State Management: The API maintains conversation state through response IDs, providing several advantages for keeping conversation history. The model no longer needs to process the entire conversation history with each request, which reduces token usage and improves response times. Conversation state is maintained server-side, so our application only needs to track a single response ID. This is especially efficient for long conversations.

That is one convenient way we can implement memory in our agent. However, while our default model gpt-4.1-nano supports the Response API, not all models do, especially none-OpenAI models.



5.2.2 Adding Custom Memory Module to the Agent Context

Another way to implement memory is through the agent’s context. This requires more work, but allows for more flexibility.

First, let’s create a memory module:

touch src/openai_agent_sdk/memory.py


Now, let’s implement a simple memory system:

# src/openai_agent_sdk/memory.py
from dataclasses import dataclass, field
from typing import List, Dict, Any
import logging

# Configure logger for memory system
logger = logging.getLogger(__name__)

@dataclass
class ConversationMemory:
    """Simple memory store for conversation history."""
    conversation_history: List[Dict[str, str]] = field(default_factory=list)
    max_history_size: int = 10  # Configurable parameter for memory size
    
    def __post_init__(self):
        """Initialize the memory system."""
        logger.info(f"Initializing ConversationMemory with max_history_size={self.max_history_size}")
    
    def add_interaction(self, user_query: str, agent_response: str):
        """Add a user-agent interaction to memory."""
        logger.info(f"Adding interaction to memory (history size: {len(self.conversation_history)})")
        logger.debug(f"User query: {user_query[:50]}...")
        
        # Just store the conversation messages
        self.conversation_history.append({
            "user_query": user_query,
            "agent_response": agent_response
        })
        
        # Debug log to show the full memory content
        logger.debug(f"Current memory content: {self.conversation_history}")
        
        # Trim history if needed
        if len(self.conversation_history) > self.max_history_size:
            logger.info(f"Trimming conversation history to max size {self.max_history_size}")
            self.conversation_history = self.conversation_history[-self.max_history_size:]
    
    def get_conversation_summary(self) -> str:
        """Format the conversation history for inclusion in agent context."""
        if not self.conversation_history:
            logger.debug("No conversation history available")
            return "No conversation history yet."
            
        logger.debug(f"Generating conversation summary for {len(self.conversation_history)} interactions")
        summary = f"Previous conversation history:\n\n"
        
        # Include all stored exchanges, which will be limited by max_history_size
        for interaction in self.conversation_history:
            summary += f"User: {interaction['user_query']}\n"
            summary += f"AI: {interaction['agent_response']}\n\n"
        
        return summary
    
    def clear(self):
        """Clear all conversation history."""
        logger.info("Clearing conversation history")
        self.conversation_history = []


This simple memory class:


	Stores conversations as a list of user-agent exchanges

	Limits the history to a configurable number of exchanges

	Formats the history as a readable conversation summary



we simply track and store the previous conversation history. Then we can provide this memory to the agent each time we process a query.








Note




We used the @dataclass decorator for the conversational memory class. To have a better understanding structured data models such as @dataclass and pyantic, refer to this section.







There are many ways to enhance it for more complex applications:


	Summarization: Instead of storing full conversations, summarize them to save tokens:

def summarize_conversation(self):
    """Generate a condensed summary of key points discussed."""
    summary = "Key topics discussed: "
    # Extract companies, metrics, and other important entities
    return summary



	Entity Tracking: Explicitly track important entities mentioned in the conversation:

def extract_entities(self, text):
    """Extract key entities like company names from text."""
    entities = {"companies": [], "metrics": [], "time_periods": []}
    # Use regex or NLP to extract entities
    return entities



	Semantic Search: For longer conversations, use embeddings to find relevant information:

def retrieve_similar(self, query):
    """Retrieve semantically similar information."""
    query_embedding = self.embedding_model.embed(query)
    return self.vector_db.search(query_embedding)





These techniques can be combined to create more sophisticated memory systems that maintain context even in complex, lengthy conversations, or even include dynamic contextual understanding beyond the scope of the conversation history.




5.3 Inject Memory into our Agent

In both cases, we need to update our agent to use the memory system. We’ll need to modify the agent.py file:

# src/openai_agent_sdk/agent.py (updated)
from agents import Agent, Runner, RunContextWrapper, function_tool
import logging
from dataclasses import dataclass 
from typing import Optional
from functools import wraps
from src.openai_agent_sdk.memory import ConversationMemory
from src.common.config import SYSTEM_PROMPT, DEFAULT_MODEL
from src.common.tools_yf import (
    get_stock_price as original_get_stock_price,
    get_stock_history as original_get_stock_history,
    get_company_info as original_get_company_info,
    get_financial_metrics as original_get_financial_metrics
)

# Configure logger for the agent
logger = logging.getLogger(__name__)

# Wrap our tools to use with the Agent SDK
@function_tool
@wraps(original_get_stock_price)
def get_stock_price(ticker: str) -> str:
    return original_get_stock_price(ticker)

@function_tool
@wraps(original_get_stock_history)
def get_stock_history(ticker: str, days: int) -> str:
    return original_get_stock_history(ticker, days)

@function_tool
@wraps(original_get_company_info)
def get_company_info(ticker: str) -> str:
    return original_get_company_info(ticker)

@function_tool
@wraps(original_get_financial_metrics)
def get_financial_metrics(ticker: str) -> str:
    return original_get_financial_metrics(ticker)

@dataclass
class MarketMindContext:
    """Context object for the MarketMind agent."""
    memory: ConversationMemory
    previous_response_id: Optional[str] = None
    use_explicit_memory: bool = True
    use_response_id_memory: bool = True
    
    def add_to_memory(self, user_query: str, agent_response: str) -> None:
        """Add an interaction to the conversation memory."""
        if self.use_explicit_memory:
            self.memory.add_interaction(user_query, agent_response)
        
    def get_memory_summary(self) -> str:
        """Get a summary of the conversation memory."""
        if self.use_explicit_memory:
            return self.memory.get_conversation_summary()
        return ""  # Return empty string if explicit memory is disabled
    
    def set_response_id(self, response_id: Optional[str]) -> None:
        """Store the response ID from the last interaction."""
        if self.use_response_id_memory and response_id:
            logger.debug(f"Storing response ID: {response_id}")
            self.previous_response_id = response_id
        else:
            logger.debug("No response ID to store or response ID memory disabled")
            self.previous_response_id = None

class MarketMindOpenAIAgent:
    def __init__(self, 
                 model=DEFAULT_MODEL, 
                 use_explicit_memory=True, 
                 use_response_id_memory=True):
        """Initialize the MarketMind agent.
        
        Args:
            model: The OpenAI model to use.
            use_explicit_memory: Whether to use the explicit conversation memory.
            use_response_id_memory: Whether to use the response ID for conversation continuity.
        """
        logger.info(f"Initializing MarketMindOpenAIAgent with model={model}, " +
                   f"use_explicit_memory={use_explicit_memory}, " +
                   f"use_response_id_memory={use_response_id_memory}")
        
        # Initialize context with memory
        self.context = MarketMindContext(
            memory=ConversationMemory(),
            use_explicit_memory=use_explicit_memory,
            use_response_id_memory=use_response_id_memory
        )
        
        # Initialize the agent with proper typing
        self.agent = Agent[MarketMindContext](
            name = "MarketMind",
            model = model,
            instructions = self._get_dynamic_instructions,
            tools = [                
                get_stock_price,
                get_stock_history,
                get_company_info,
                get_financial_metrics
            ],
        )
        logger.info("Agent initialization complete")

    def _get_dynamic_instructions(self, context: RunContextWrapper[MarketMindContext], agent=None) -> str:
        """Dynamic instructions that include conversation memory."""
        logger.debug("Generating dynamic instructions with conversation memory")
        
        # Get the actual context object
        market_mind_context = context.context
        
        if market_mind_context.use_explicit_memory:
            logger.debug(f"Context received in instructions: memory_size={len(market_mind_context.memory.conversation_history) if market_mind_context.memory.conversation_history else 0}")
        else:
            logger.debug("Explicit memory disabled")
        
        base_instructions = SYSTEM_PROMPT            

        # Add memory context if conversation history exists and explicit memory is enabled
        if (market_mind_context.use_explicit_memory and 
            market_mind_context.memory and 
            market_mind_context.memory.conversation_history):
            memory_context = f"\n\nCONVERSATION MEMORY:\n{market_mind_context.get_memory_summary()}"
            full_instructions = base_instructions + memory_context
            logger.debug(f"Added conversation memory context ({len(market_mind_context.memory.conversation_history)} interactions)")
            return full_instructions
        
        logger.debug("No conversation memory to add or explicit memory disabled")
        return base_instructions

    async def process_query(self, query: str, *, 
                     max_turns: int = 10,  
                     hooks = None,
                     run_config = None,
                     previous_response_id: str = None) -> str:
        """Process a user query using the agent and update memory.
        
        Args:
            query: The user's query string
            max_turns: The maximum number of turns to run the agent for
            hooks: An object that receives callbacks on various lifecycle events
            run_config: Global settings for the entire agent run
            previous_response_id: The ID of the previous response, if using OpenAI models via the
                Responses API, this allows you to skip passing in input from the previous turn.
        """
        logger.info(f"Processing query: {query[:50]}...")
        
        # Only use stored response_id if explicitly enabled and not provided
        if (self.context.use_response_id_memory and 
            previous_response_id is None and 
            self.context.previous_response_id):
            logger.debug(f"Using stored response ID: {self.context.previous_response_id}")
            previous_response_id = self.context.previous_response_id
        elif not self.context.use_response_id_memory:
            # If response ID memory is disabled, explicitly set to None
            previous_response_id = None
            logger.debug("Response ID memory disabled, ignoring any previous response ID")
        
        # Process the query using the agent with proper context
        logger.debug(f"Sending query to OpenAI agent with context type: {type(self.context)}")
        
        # Pass all the parameters to the Runner.run method
        result = await Runner.run(
            self.agent, 
            query,
            context=self.context,  # Pass the context to the runner
            max_turns=max_turns,
            hooks=hooks,
            run_config=run_config,
            previous_response_id=previous_response_id
        )
        
        # Log usage information if available
        if hasattr(result, 'usage'):
            logger.debug(f"Usage stats: {result.usage}")
        
        # Store the latest response_id for future interactions if feature is enabled
        if self.context.use_response_id_memory:
            latest_response_id = None
            if result.raw_responses and hasattr(result.raw_responses[-1], 'response_id'):
                latest_response_id = result.raw_responses[-1].response_id
                logger.debug(f"Got response_id: {latest_response_id}")
                
            # Update the stored response_id in the context
            self.context.set_response_id(latest_response_id)
        else:
            logger.debug("Response ID tracking disabled, not storing response ID")
            
        final_output = result.final_output
        logger.debug(f"Received response: {final_output[:50]}...")
        
        # Store the conversation history using the context if explicit memory is enabled
        logger.info("Updating conversation memory")
        self.context.add_to_memory(query, final_output)
        
        return final_output


Let’s break down the key changes:


	Configurable Behavior: Users can enable or disable either approach through the use_response_id_memory and use_explicit_memory parameters.

	Response ID Tracking: We’ve added support for OpenAI’s response ID feature, which can help maintain conversation continuity by itself.

	Explicit Memory Insertion: We’ve implemented a _get_dynamic_instructions method that includes conversation history memory in the agent’s instructions for the explicit memory.

	Explicit Memory Updates: After processing a query, we update the explicit memory with the interaction.

	Context Class: We’ve created a MarketMindContext class to hold our explicit conversation memory and other state.










Note




The Agent SDK’s context system we used for our memory management is a powerful feature. Here is how it works:


	Context Class: We define a custom class (MarketMindContext) that holds our state.

	Type Parameter: We use the Agent[MarketMindContext] syntax to tell the SDK about our context type.

	Context Injection: We pass our context object to Runner.run() when processing a query.

	Context Wrapper: The SDK wraps our context in a RunContextWrapper and passes it to our dynamic instructions function.

	State Persistence: Our context object persists between interactions, allowing us to maintain conversation history.



The context system provides a clean way to manage state without cluttering our agent implementation. It’s particularly useful for memory management, user preferences, and other stateful features.

For a deeper dive into the context system, refer to this section and this section.









5.4 Creating a Command-Line Interface

Now, let’s create a command-line interface for our agent using the Click library:

mkdir -p src/cli
touch src/cli/__init__.py
touch src/cli/main.py


Let’s implement the CLI by updating our main.py:

# src/cli/main.py (updated)
import asyncio
import click
import logging
import os
from datetime import datetime
from src.openai_agent_sdk.agent import MarketMindOpenAIAgent
from src.common.config import setup_logging, DEFAULT_MODEL, DEFAULT_DEBUG_MODULES

# Get logger for this module
logger = logging.getLogger(__name__)

@click.group(context_settings=dict(help_option_names=['-h', '--help']))
def cli():
    """MarketMind: Your AI-powered financial assistant."""
    pass

@cli.command()
@click.option('--model', default=DEFAULT_MODEL, help='The model to use for the agent')
@click.option('--debug', is_flag=True, help='Enable debug logging')
@click.option('--use-explicit-memory/--no-explicit-memory', default=True, 
              help='Use explicit conversation memory in the system prompt')
@click.option('--use-response-id/--no-response-id', default=True, 
              help='Use OpenAI response IDs for conversation continuity')
def openai_agent_sdk(model, debug, use_explicit_memory, use_response_id):
    """Start MarketMind using OpenAI Agent SDK."""
    
    # Set up logging - always log to file if debug is enabled, never to console for CLI
    log_filename = setup_logging(
        debug=debug,
        module_loggers=DEFAULT_DEBUG_MODULES,
        log_to_file=debug,
        console_output=False  # Don't output logs to console for CLI apps
    )
    
    logger.info(f"Starting MarketMind with model={model}, explicit_memory={use_explicit_memory}, response_id={use_response_id}")
    
    # Initialize the agent with memory options
    agent = MarketMindOpenAIAgent(
        model=model,
        use_explicit_memory=use_explicit_memory,
        use_response_id_memory=use_response_id
    )
    
    click.echo(click.style("\n🤖 MarketMind Financial Assistant powered by OpenAI Agent SDK", fg='blue', bold=True))
    click.echo(click.style("Ask me about stocks, companies, or financial metrics. Type 'exit' to quit.\n", fg='blue'))
    
    # Display active memory settings
    memory_settings = []
    if use_explicit_memory:
        memory_settings.append("conversation history in system prompt")
    if use_response_id:
        memory_settings.append("OpenAI response ID continuity")
    
    if memory_settings:
        click.echo(click.style(f"Memory enabled: {', '.join(memory_settings)}", fg='yellow'))
    else:
        click.echo(click.style("Memory disabled: Agent has no conversational context", fg='yellow'))
    
    if log_filename:
        click.echo(click.style(f"Log file: {log_filename}", fg='yellow'))
    
    # Use this function to create the event loop and run the conversation
    async def run_conversation():
        # Main conversation loop
        while True:
            # Get user input
            user_input = click.prompt(click.style("You", fg='green', bold=True))
            
            # Check for exit command
            if user_input.lower() in ('exit', 'quit', 'q'):
                logger.info("User requested exit")
                click.echo(click.style("\nThank you for using MarketMind! Goodbye.", fg='blue'))
                break

            # Process the query
            click.echo(click.style("MarketMind", fg='blue', bold=True) + " is thinking...")
            
            click.echo(click.style("  🤔 Processing query and deciding on actions...", fg="yellow"))

            try:
                # Process the query using the agent - it now automatically handles response IDs
                response = await agent.process_query(user_input)
                click.echo(click.style("  ✅ Analysis complete, generating response...", fg="green"))
                
                # Display the response
                click.echo(click.style("MarketMind", fg='blue', bold=True) + f": {response}\n")
                
                # Log memory stats for debugging
                if use_explicit_memory:
                    memory_size = len(agent.context.memory.conversation_history) if agent.context.memory.conversation_history else 0
                    logger.debug(f"Conversation memory size: {memory_size} interactions")
                
                if use_response_id and agent.context.previous_response_id:
                    logger.debug(f"Response ID captured for conversation continuity")
                
            except Exception as e:
                logger.error(f"Error processing query: {str(e)}", exc_info=True)
                click.echo(click.style("  ❌ Error processing query", fg="red"))
                click.echo(click.style("MarketMind", fg='blue', bold=True) + 
                          f": I encountered an error while processing your request. Please try again.\n")
    
    # Run the async conversation loop
    asyncio.run(run_conversation())

def main():
    """Entry point for the CLI."""
    try:
        cli()
    except Exception as e:
        logger.error(f"Unhandled exception: {str(e)}", exc_info=True)
        click.echo(click.style("An unexpected error occurred. Please check the logs.", fg="red"))

if __name__ == "__main__":
    main()


Note that in our CLI, we’ve made these options configurable:

@cli.command()
@click.option('--use-explicit-memory/--no-explicit-memory', default=True, 
              help='Use explicit conversation memory in the system prompt')
@click.option('--use-response-id/--no-response-id', default=True, 
              help='Use OpenAI response IDs for conversation continuity')
def openai_agent_sdk(model, debug, use_explicit_memory, use_response_id):
    # ...
    agent = MarketMindOpenAIAgent(
        model=model,
        use_explicit_memory=use_explicit_memory,
        use_response_id_memory=use_response_id
    )
    # ...


This allows users to experiment with different memory approaches and understand their trade-offs.

Recall that We have set the CLI entry point in our pyproject.toml:

[project.scripts]
market-mind = "src.cli.main:main"




5.5 Testing the Advanced Agent

Now that we’ve implemented memory and a CLI, let’s test our advanced agent:

# Install the package in development mode
uv pip install -e .

# Run the CLI
market-mind openai-agent-sdk


You should see an interactive CLI where you can chat with the agent. Try asking a series of related questions to test the memory capabilities:

You: What's the current price of Tesla stock?
MarketMind is thinking...
  🤔 Processing query and deciding on actions...
  🔍 Getting stock price for TSLA
  ✅ Analysis complete, generating response...
MarketMind: Tesla, Inc. (TSLA) is currently trading at $237.97, up 4.60% today.

You: How about Apple?
MarketMind is thinking...
  🤔 Processing query and deciding on actions...
  🔍 Getting stock price for AAPL
  ✅ Analysis complete, generating response...
MarketMind: Apple Inc. (AAPL) is currently trading at $209.28, up 0.44% today.

You: Compare their financial metrics
MarketMind is thinking...
  🤔 Processing query and deciding on actions...
  💰 Getting financial metrics for TSLA
  💰 Getting financial metrics for AAPL
  ✅ Analysis complete, generating response...
MarketMind: Here's a comparison of Tesla and Apple's key financial metrics:

| Metric | Tesla (TSLA) | Apple (AAPL) |
|--------|--------------|--------------|
| Market Cap | $917.81 billion | $3.14 trillion |
| P/E Ratio | 163.76 | 33.22 |
| Revenue | $95.72 billion | $395.76 billion |
| Profit Margin | 6.38% | 24.30% |
| Return on Equity | 8.77% | 136.52% |
| Dividend Yield | N/A | 48.00% |

Apple has a significantly larger market cap and revenue compared to Tesla. Apple is also more profitable with a higher profit margin and an exceptionally high return on equity. Additionally, Apple offers a dividend yield while Tesla does not. Tesla's high P/E ratio suggests investors expect higher future growth compared to Apple.

Notice how the agent remembered that we were talking about Tesla and Apple when we asked to compare their financial metrics. This demonstrates the power of our memory implementation.


5.5.1 Trace the Agent

OpenAI Agent SDK provides a tracing feature that allows us to see what’s going on under the hood of our agent at the tracing page.

The common way to track how the program runs is to use logging. You may notice we use logging extensively in our code. For an introduction about logging in Python, refer to this section.




5.6 Key Takeaways

In this chapter, we’ve: - Implemented a conversation memory system to maintain context across interactions - Created a context class to manage state in a type-safe manner - Built a command-line interface for our agent - Added comprehensive error handling and logging - Explored the context system in the Agent SDK

These enhancements represent the “Context” component of our ABC Framework. They allow our agent to maintain state across interactions, remember previous conversations, and provide a more natural user experience.



5.7 Summary of the OpenAI Agent SDK Implementation

We’ve now completed our implementation of the MarketMind financial assistant using the OpenAI Agent SDK. Let’s summarize what we’ve built:


	Financial Tools: We created four tools that retrieve real-time financial data from Yahoo Finance.

	Agent Implementation: We built an agent that can understand financial queries and use the appropriate tools to answer them.

	Memory System: We implemented a conversation memory system that allows the agent to maintain context across interactions.

	Command-Line Interface: We created a user-friendly CLI for interacting with the agent.



This implementation demonstrates the power of the ABC Framework: - Action: Our financial tools allow the agent to interact with the external world. - Brain: The Agent SDK provides a powerful reasoning engine for understanding queries and selecting tools. - Context: Our memory system maintains state across interactions, allowing for more natural conversations.

In the next chapter, we’ll explore a different approach to building our agent using the Chat Completion API. This will give us a deeper understanding of how agents work behind the scenes.





6 Building an Agent from Scratch with OpenAI Chat Completion API


6.1 Learning Objectives


	Understand how the Chat Completion API works with function calling

	Build your own tool management system for agent function calling

	Implement conversation history management without SDK helpers

	Create a complete agent that orchestrates all these components



Now that we’ve built our MarketMind financial assistant using the OpenAI Agent SDK, let’s take a step deeper and implement our agent from scratch using the OpenAI Chat Completion API.



6.2 Understanding the Chat Completion API with Function Calling

The OpenAI Chat Completion API is the foundation for building conversational AI systems. Unlike the Agent SDK, which handles many details for us, building Agent from scrach with the Chat Completion API requires us to manage the conversation flow, tool execution, and state management ourselves.

At its core, the Chat Completion API takes a series of messages and returns a response. Each message has a role (system, user, assistant, or tool) and content.

When we add function calling to the mix, we need to:


	Define our tools as JSON schemas

	Send these schemas along with our messages

	Process any tool calls that come back in the response

	Execute the tools and send the results back to the API



# Calling the Chat Completion API with function calling capability
response = self.client.chat.completions.create(
    model=self.model,
    messages=messages,
    tools=self.tool_schemas,
    tool_choice="auto"
)


This code sends our conversation messages to the API along with our tool schemas. The tool_choice="auto" parameter tells the model to decide when to use tools.



6.3 Create a Tool Manager

Let’s create a file for our tool manager:

touch src/agent_from_scratch/tool_manager.py


Now, let’s implement a tool manager that will handle tool registration, schema generation, and execution:

# src/agent_from_scratch/tool_manager.py
import json
import inspect
import logging
from typing import Any, Dict, List, Callable, Union, get_type_hints

# Configure logging
logger = logging.getLogger(__name__)

class ToolManager:
    """
    Manages the registration and execution of tools.
    """
    
    def __init__(self):
        self.tools = {}
        
    def _generate_parameter_schema(self, function: Callable) -> Dict[str, Any]:
        """
        Generate a JSON schema for the function parameters.
    
        Args:
            function: The function to generate a schema for
        
        Returns:
            A JSON schema for the function parameters
        """
        logger.debug(f"Generating parameter schema for function: {function.__name__}")
        signature = inspect.signature(function)
        type_hints = get_type_hints(function)

        logger.debug(f"Function signature: {signature}")
        logger.debug(f"Type hints: {type_hints}")

        properties = {}
        required = []

        for param_name, param in signature.parameters.items():
            # Get the parameter type from type hints, default to str if not specified
            param_type = type_hints.get(param_name, str)
        
            # Handle Optional types (Union[Type, None])
            if hasattr(param_type, "__origin__") and param_type.__origin__ is Union:
                # Check if this is Optional[Type] (Union[Type, None])
                args = param_type.__args__
                if len(args) == 2 and args[1] is type(None):  # noqa: E721
                    # This is Optional[Type], use the first type
                    param_type = args[0]
                    logger.debug(f"Detected Optional type for {param_name}, using {param_type}")
    
            # Handle both direct types and type annotations
            if hasattr(param_type, "__origin__"):
                # For annotations like List[int], Dict[str, int], etc.
                origin = param_type.__origin__
                if origin is list or origin is List:
                    json_type = "array"
                elif origin is dict or origin is Dict:
                    json_type = "object"
                else:
                    # Default to the name of the origin
                    json_type = origin.__name__.lower()
                    logger.debug(f"Using origin name for {param_name}: {json_type}")
            else:
                # For direct types like int, str, etc.
                param_type_name = param_type.__name__
            
                # Map Python types to JSON schema types
                type_map = {
                    "str": "string",
                    "int": "integer",
                    "float": "number",
                    "bool": "boolean",
                    "list": "array",
                    "dict": "object"
                }
            
                json_type = type_map.get(param_type_name, "string")
                logger.debug(f"Mapped {param_type_name} to {json_type} for {param_name}")
    
            # Extract parameter description from docstring if available
            param_desc = f"Parameter {param_name} for {function.__name__}"
            if function.__doc__:
                # Look for Args section in docstring
                doc_lines = function.__doc__.split("\n")
                in_args_section = False
                for line in doc_lines:
                    line = line.strip()
                    if line.startswith("Args:"):
                        in_args_section = True
                        continue
                    if in_args_section and line.startswith(param_name + ":"):
                        param_desc = line[len(param_name + ":"):].strip()
                        break
                    # If we hit a new section, stop looking
                    if in_args_section and line.endswith(":") and not line.startswith(param_name):
                        break
        
            properties[param_name] = {
                "type": json_type,
                "description": param_desc
            }
    
            # If the parameter has no default value, it's required
            if param.default == inspect.Parameter.empty:
                required.append(param_name)
                logger.debug(f"Parameter {param_name} is required")

        schema = {
            "type": "object",
            "properties": properties,
            "required": required
        }

        logger.debug(f"Generated schema: {json.dumps(schema, indent=2)}")
        return schema
        
    def register_tool(self, name, description, tool_function):
        """
        Register a new tool with the manager.
        
        Args:
            name: The unique name of the tool
            description: A description of what the tool does
            tool_function: The function that implements the tool
        """
        logger.debug(f"Registering tool: {name} - {description}")
        
        # Generate parameter schema at registration time
        parameter_schema = self._generate_parameter_schema(tool_function)
        
        self.tools[name] = {
            "description": description,
            "function": tool_function,
            "schema": parameter_schema
        }
        
        logger.debug(f"Tool registered successfully: {name}")
        return self  # Allow method chaining
        
    def get_tool(self, name):
        """Get a tool by name."""
        return self.tools.get(name, {}).get("function")
        
    def list_tools(self):
        """List all available tools with their descriptions."""
        return {name: info["description"] for name, info in self.tools.items()}
    
    def get_schema_for_tools(self):
        """
        Get all tools in the schema expected by tool call API.
        
        Returns:
            A list of tool schema definitions
        """
        logger.debug("Preparing tool schema definitions")
        tools = []
        
        for name, info in self.tools.items():
            tools.append({
                "type": "function",
                "function": {
                    "name": name,
                    "description": info["description"],
                    "parameters": info["schema"]
                }
            })
            
        logger.debug(f"Prepared {len(tools)} tool schema")
        return tools
        
    def execute_tool(self, name, **kwargs):
        """
        Execute a tool by name with the provided arguments.
        
        Args:
            name: The name of the tool to execute
            **kwargs: Arguments to pass to the tool
            
        Returns:
            The result of the tool execution, or an error message if the tool doesn't exist
        """
        tool_function = self.get_tool(name)
        if not tool_function:
            error_msg = f"Error: Tool '{name}' not found"
            logger.error(error_msg)
            return error_msg
        
        try:
            logger.debug(f"Executing tool '{name}' with args: {kwargs}")
            result = tool_function(**kwargs)
            logger.debug(f"Tool '{name}' executed successfully with result: {result}")
            return result
        except Exception as e:
            error_msg = f"Error executing tool '{name}': {str(e)}"
            logger.error(error_msg, exc_info=True)
            return error_msg


The ToolManager class we’ve implemented is the foundation of our from-scratch agent. Let’s break down its key components and why they matter:


6.3.1 Dynamic Schema Generation

One of the most powerful aspects of our ToolManager is how it automatically generates JSON schemas from Python functions. This is significantly different from the OpenAI Agent SDK approach, where the @function_tool decorator handled this for us.

The _generate_parameter_schema method performs sophisticated introspection of our functions:


	Type Detection: It uses Python’s type hints system to determine the proper JSON schema types for each parameter. This is much more robust than simple string descriptions.


	Docstring Parsing: Unlike the SDK which simply takes the entire docstring, our implementation intelligently parses docstrings to extract parameter-specific descriptions, making our tool definitions more precise.


	Handling Complex Types: The code handles advanced types like Optional, List, and Dict, converting them to the appropriate JSON schema formats.




This approach gives us complete control over schema generation, allowing us to customize how our functions are represented to the model. Compared to the SDK’s automatic approach, our implementation is more transparent and customizable, though it requires more code.



6.3.2 Tool Registration and Execution

The register_tool and execute_tool methods form the core of our tool management system:


	Explicit Registration: Unlike the SDK where tools are simply passed to the Agent constructor, our approach requires explicit registration with names and descriptions. This gives us more control over how tools are presented to the model.


	Error Handling: Our execute_tool method includes robust error handling, ensuring that tool failures don’t crash the entire agent. This is similar to what the SDK does behind the scenes, but now we have visibility and control over it.


	Method Chaining: The return self pattern in register_tool allows for elegant method chaining when registering multiple tools, making our code more readable.




Compared to the SDK’s abstracted approach, our implementation gives us complete visibility into the tool execution process, making debugging and customization much easier.



6.3.3 Build the Agent

Now, let’s create our Chat Completion API agent:

touch src/agent_from_scratch/agent_chat.py


Let’s implement the agent:

# src/agent_from_scratch/agent_chat.py
import json
import logging
import os
from openai import OpenAI
from src.agent_from_scratch.tool_manager import ToolManager
from src.common.config import DEFAULT_MODEL, SYSTEM_PROMPT, OPENAI_API_KEY, DEFAULT_MAX_ITERATIONS

DEFAULT_HISTORY_SIZE = 20

# Configure logging
logger = logging.getLogger(__name__)
logger.setLevel(logging.DEBUG)  # Set to DEBUG for detailed logs

class MarketMindChatAgent:
    """
    An AI-powered financial assistant that can answer queries about stocks and markets.
    """
    
    def __init__(self, model=DEFAULT_MODEL):
        logger.debug(f"Initializing MarketMindChatAgent with model: {model}")
        self.tool_manager = ToolManager()
        self.model = model
        self.client = OpenAI(api_key=OPENAI_API_KEY)
        self.conversation_history = []
        
        # Initialize empty tool schemas
        self.tool_schemas = []
        logger.debug("Tool schemas initialized (empty)")
        
        logger.debug(f"MarketMindChatAgent initialized successfully with model: {model}")
        
    def register_tool(self, name, description, tool_function):
        """Register a new tool with the agent."""
        logger.debug(f"Registering tool: {name} - {description}")
        self.tool_manager.register_tool(name, description, tool_function)
        
        # Update tool schemas immediately
        self.tool_schemas = self.tool_manager.get_schema_for_tools()
        logger.debug(f"Tool schemas updated: now have {len(self.tool_schemas)} tools")
        
        logger.debug(f"Tool registered successfully: {name}")
        return self
    
    def _handle_tool_calls(self, message, messages):
        """
        Handle tool calls from the LLM response.
        
        Args:
            message: The message from the LLM containing tool calls
            messages: The conversation history to append tool results to
            
        Returns:
            True if tool calls were handled, False otherwise
        """
        if not message.tool_calls:
            logger.debug("No tool calls to handle")
            return False
            
        logger.debug(f"Processing {len(message.tool_calls)} tool calls")
        for i, tool_call in enumerate(message.tool_calls):
            function_name = tool_call.function.name
            function_args = json.loads(tool_call.function.arguments)
            
            logger.debug(f"Tool call {i+1}: {function_name} with args: {function_args}")
            
            # Execute the tool
            logger.debug(f"Executing tool: {function_name}")
            tool_result = self.tool_manager.execute_tool(function_name, **function_args)
            logger.debug(f"Tool execution result: {tool_result}")
            
            # Add the tool result to messages
            messages.append({
                "role": "tool",
                "tool_call_id": tool_call.id,
                "content": str(tool_result)
            })
            logger.debug(f"Added tool result to messages. Message count: {len(messages)}")
            
        return True
    
    def process_query(self, query):
        """
        Process a user query using the LLM model with function calling.
        Handles multiple tool calls in sequence.
        """
        logger.debug(f"Processing query: {query}")
        try:
            # Add the user query to the conversation history
            self.conversation_history.append({"role": "user", "content": query})
            logger.debug(f"Added query to conversation history. History length: {len(self.conversation_history)}")
            
            # System prompt that defines the agent's capabilities
            system_prompt = SYSTEM_PROMPT
            
            # Start with system message and conversation history
            messages = [{"role": "system", "content": system_prompt}] + self.conversation_history
            logger.debug(f"Prepared messages for API call. Message count: {len(messages)}")
            
            # Safety mechanism to prevent infinite loops
            iteration = 0

            # Continue the conversation until no more tool calls are needed or max iterations reached
            while iteration < DEFAULT_MAX_ITERATIONS:
                iteration += 1
                logger.debug(f"Starting iteration {iteration} of conversation loop (max: {DEFAULT_MAX_ITERATIONS})")
                
                # Call the model with function calling capability
                logger.debug(f"Calling API with model: {self.model}")
                response = self.client.chat.completions.create(
                    model=self.model,
                    messages=messages,
                    tools=self.tool_schemas,
                    tool_choice="auto"
                )
                
                # Extract the assistant's message
                message = response.choices[0].message
                logger.debug("Received response from API")
                logger.debug(
                    f"Response details: role: {message.role}, "
                    f"content: {message.content or '[no content]'}, "
                    f"tool_calls: {message.tool_calls}"
                )
                
                # Add the assistant's response to messages - handle null content
                messages.append({
                    "role": message.role,
                    "content": message.content or "",  # Use empty string instead of null
                    "tool_calls": [
                        {
                            "id": tool_call.id,
                            "type": "function",
                            "function": {
                                "name": tool_call.function.name,
                                "arguments": tool_call.function.arguments
                            }
                        } for tool_call in (message.tool_calls or [])
                    ] if message.tool_calls else None
                })
                logger.debug(f"Added assistant's message to messages. Message count: {len(messages)}")
                
                # If there are no tool calls, we're done
                if not message.tool_calls:
                    logger.debug("No tool calls in response, finishing conversation")
                    self.conversation_history = messages[1:]  # Skip the system message
                    if len(self.conversation_history) > DEFAULT_HISTORY_SIZE:
                        logger.debug(f"Trimming conversation history from {len(self.conversation_history)} messages")
                        self.conversation_history = self.conversation_history[-DEFAULT_HISTORY_SIZE:]
                    return message.content or ""  # Return the final response
                
                # Handle tool calls
                self._handle_tool_calls(message, messages)
                
            # If we reached the maximum number of iterations, return a message about it
            logger.warning(f"Reached maximum number of iterations ({DEFAULT_MAX_ITERATIONS})")
            self.conversation_history = messages[1:]  # Skip the system message
            if len(self.conversation_history) > DEFAULT_HISTORY_SIZE:
                logger.debug(f"Trimming conversation history from {len(self.conversation_history)} messages")
                self.conversation_history = self.conversation_history[-DEFAULT_HISTORY_SIZE:]
            return (
                f"I've made multiple attempts to process your query but couldn't reach a final answer. "
                f"This might indicate a complex request or an issue with the available tools. "
                f"Please try rephrasing your question or breaking it into smaller parts."
            )
            
        except Exception as e:
            logger.error(f"Error processing query: {str(e)}", exc_info=True)
            return f"An error occurred: {str(e)}"


Our MarketMindChatAgent class demonstrates how to orchestrate the conversation flow with the Chat Completion API. Let’s examine its key aspects:



6.3.4 Conversation Loop

The heart of our agent is the conversation loop in process_query:


	Iteration Management: Unlike the SDK which handles this internally, we explicitly manage a conversation loop with a maximum iteration count. This prevents infinite loops while allowing multiple rounds of tool calls.


	Message Array Management: We manually maintain and update the message array, adding user queries, assistant responses, and tool results. This is fundamentally different from the SDK’s abstracted approach and gives us complete control over the conversation structure.


	Tool Call Detection: We explicitly check for tool calls in the response and handle them accordingly. This direct approach provides more visibility into the model’s decision-making process than the SDK’s abstracted approach.




The loop structure reveals how the Chat Completion API works under the hood - it doesn’t inherently support multi-turn tool calling, so we need to implement this pattern ourselves. This is a significant difference from the Response API (which we’ll see in Chapter 6), which has more built-in support for this workflow.



6.3.5 Memory Management

Our memory implementation is simpler than the SDK version:


	Direct Message Storage: We store the entire conversation history as a list of messages, rather than using a specialized memory class. This is more straightforward but less structured than our SDK implementation.


	Size Management: We implement a simple trimming mechanism to prevent the conversation history from growing too large. This is crucial for managing token usage in long conversations.


	No Context System: Unlike our SDK implementation, we don’t have a separate context object - everything is in the message array. This is simpler but less flexible for complex state management.




This approach illustrates the trade-off between simplicity and sophistication in memory management. The SDK’s context system offers more structure and type safety, while our direct approach is more transparent but requires manual management.




6.4 Update our CLI

Now, let’s update our CLI to include the Chat Completion API implementation:

# Add this to src/cli/main.py after the openai_agent_sdk command
@cli.command()
@click.option('--model', default=DEFAULT_MODEL, help='The model to use for the agent')
@click.option('--debug', is_flag=True, help='Enable debug logging')
def chat_completion(model, debug):
    """Start MarketMind using Chat Completion API."""
    
    # Set up logging - always log to file if debug is enabled, never to console for CLI
    log_filename = setup_logging(
        debug=debug,
        module_loggers=DEFAULT_DEBUG_MODULES,
        log_to_file=debug,
        console_output=False  # Don't output logs to console for CLI apps
    )
    
    logger.info(f"Starting MarketMind Chat Completion Agent with model={model}")
    
    # Initialize the agent
    agent = MarketMindChatAgent(model=model)
    
    # Register all the tools
    agent.register_tool(
        "get_stock_price",
        "Get the current price of a stock",
        get_stock_price
    )
    
    agent.register_tool(
        "get_stock_history",
        "Get historical price data for a stock",
        get_stock_history
    )
    
    agent.register_tool(
        "get_company_info",
        "Get basic information about a company",
        get_company_info
    )
    
    agent.register_tool(
        "get_financial_metrics",
        "Get key financial metrics for a company",
        get_financial_metrics
    )
    
    click.echo(click.style("\n🤖 MarketMind Financial Assistant powered by Chat Completion API", fg='blue', bold=True))
    click.echo(click.style("Ask me about stocks, companies, or financial metrics. Type 'exit' to quit.\n", fg='blue'))
    
    if log_filename:
        click.echo(click.style(f"Log file: {log_filename}", fg='yellow'))
    
    # Main conversation loop
    while True:
        # Get user input
        user_input = click.prompt(click.style("You", fg='green', bold=True))
        
        # Check for exit command
        if user_input.lower() in ('exit', 'quit', 'q'):
            logger.info("User requested exit")
            click.echo(click.style("\nThank you for using MarketMind! Goodbye.", fg='blue'))
            break

        # Process the query
        click.echo(click.style("MarketMind", fg='blue', bold=True) + " is thinking...")
        
        click.echo(click.style("  🤔 Processing query and deciding on actions...", fg="yellow"))

        try:
            # Process the query
            response = agent.process_query(user_input)
            click.echo(click.style("  ✅ Analysis complete, generating response...", fg="green"))
            
            # Display the response
            click.echo(click.style("MarketMind", fg='blue', bold=True) + f": {response}\n")
        except Exception as e:
            logger.error(f"Error processing query: {str(e)}", exc_info=True)
            click.echo(click.style("  ❌ Error processing query", fg="red"))
            click.echo(click.style("MarketMind", fg='blue', bold=True) + 
                      f": I encountered an error while processing your request. Please try again.\n")


Our CLI implementation for the Chat Completion agent follows the same pattern as the SDK version, ensuring a consistent user experience across different implementations. Key differences include:


	New Imports:

	Added imports for MarketMindChatAgent and the financial tool functions

	Imported configuration from the agent_from_scratch module




	New Command:

	Added a new chat_completion command to the CLI group

	This command initializes and runs the Chat Completion API version of our agent




	Tool Registration:

	Explicitly registered each financial tool with the agent

	Each tool has a name, description, and function implementation




	Consistent UI:

	Maintained the same user interface style as the SDK version

	Used the same color coding and progress indicators








6.5 Key Differences from the Agent SDK

Our Chat Completion implementation reveals what’s happening “under the hood” of the SDK:


	More Code, More Control: We write significantly more code than with the SDK, but gain complete visibility and control over the process.


	Manual Orchestration: We handle the conversation loop, tool execution, and memory management ourselves, rather than relying on the SDK’s abstractions.


	Lower-Level API: We interact directly with the Chat Completion API, giving us more flexibility but requiring more code to implement common patterns.




Our from-scratch implementation gives us more control over the conversation flow, but requires more code than the SDK version, illustrating the trade-off between abstraction and flexibility.



6.6 Testing the Chat Completion API Implementation

You can now run the agent with the Chat Completion API implementation:

market-mind chat-completion


This should provide a similar experience to the SDK implementation, but using our custom code to manage the conversation flow and tool execution.

Now users can run the CLI with either implementation:

# Run with the OpenAI Agent SDK implementation
market-mind openai-agent-sdk

# Run with our Chat Completion API implementation
market-mind chat-completion


Both commands accept the same options: - --model: Specify which model to use - --debug: Enable detailed logging

Here’s what an example session with the Chat Completion implementation might look like:

❯ market-mind chat-completion

🤖 MarketMind Financial Assistant powered by Chat Completion API
Ask me about stocks, companies, or financial metrics. Type 'exit' to quit.

You: tell me about tesla
MarketMind is thinking...
  🤔 Processing query and deciding on actions...
  🏢 Getting company info for TSLA
  💰 Getting financial metrics for TSLA
  ✅ Analysis complete, generating response...
MarketMind: Tesla, Inc. (TSLA) is a leading company in the consumer cyclical sector, primarily engaged in designing, developing, manufacturing, leasing, and selling electric vehicles as well as energy generation and storage systems. The company operates globally with a significant presence in the United States and China. Tesla's operations are divided into two main segments: Automotive and Energy Generation and Storage.

Tesla's automotive segment offers electric vehicles, including sedans and SUVs, along with related services such as charging networks, vehicle insurance, and after-sales services. The energy segment focuses on solar energy products, energy storage solutions, and related services for residential, commercial, and industrial customers.

Financially, Tesla has a market capitalization of approximately $917.81 billion, with a revenue of about $95.72 billion. Its P/E ratio is around 163.76, indicating high market expectations for future growth. Tesla's profit margin is approximately 6.38%, and it has a return on equity of about 8.77%. The company's stock has experienced significant volatility over the past year, with a 52-week trading range between $167.41 and $488.54.

You: how about apple
MarketMind is thinking...
  🤔 Processing query and deciding on actions...
  🏢 Getting company info for AAPL
  💰 Getting financial metrics for AAPL
  ✅ Analysis complete, generating response...
MarketMind: Apple Inc. (AAPL) is a major player in the technology sector, specializing in consumer electronics, software, and digital services. Headquartered in Cupertino, California, Apple designs, manufactures, and markets a wide range of products including the iPhone smartphones, Mac personal computers, iPads, and wearables like the Apple Watch and AirPods. The company also offers various services such as Apple Music, Apple TV+, iCloud, and the App Store.

Financially, Apple boasts a market capitalization of approximately $3.14 trillion, making it one of the most valuable companies in the world. Its revenue reaches about $395.76 billion, with a profit margin of roughly 24.3%. The company's P/E ratio is around 33.22, and it has a very high return on equity at approximately 136.52%. Apple also provides a dividend yield of 48.00%, which is notably high, indicating significant dividend payouts relative to its stock price. Its stock has traded within a 52-week range of $169.11 to $260.10.

You: compare them for me
MarketMind is thinking...
  🤔 Processing query and deciding on actions...
  ✅ Analysis complete, generating response...
MarketMind: Here's a comparison of Tesla and Apple based on key financial and operational metrics:

| Aspect                       | Tesla (TSLA)                                        | Apple (AAPL)                                        |
|------------------------------|-----------------------------------------------------|-----------------------------------------------------|
| Sector                       | Consumer Cyclical                                   | Technology                                          |
| Industry                     | Auto Manufacturers                                  | Consumer Electronics                                |
| Market Capitalization        | ~$917.81 billion                                   | ~$3,143.83 billion                                |
| Revenue                      | ~$95.72 billion                                    | ~$395.76 billion                                  |
| P/E Ratio                    | 163.76                                              | 33.22                                              |
| Profit Margin                | 6.38%                                               | 24.30%                                             |
| Return on Equity             | 8.77%                                               | 136.52%                                            |
| Dividend Yield               | N/A                                                 | 48.00%                                            |
| 52-Week Range                | $167.41 - $488.54                                   | $169.11 - $260.10                                 |
| Employees                    | Approximately 125,665                                | Approximately 150,000                             |

**Summary:**
- **Market Cap & Revenue:** Apple is significantly larger in terms of market capitalization and revenue.
- **Valuation:** Tesla has a much higher P/E ratio, indicating higher growth expectations, but also higher valuation risk.
- **Profitability:** Apple is more profitable with a higher profit margin and return on equity.
- **Dividends:** Apple offers a substantial dividend yield, unlike Tesla.
- **Stock Range:** Tesla's stock has experienced more volatility over the past year compared to Apple.

Overall, Apple is a mature, highly profitable company with a strong dividend policy and large market valuation. Tesla, on the other hand, is a high-growth company with a focus on electric vehicles and energy solutions, reflected in its higher valuation multiples and more volatile stock price.




6.7 Key Takeaways

In this chapter, we’ve: - Implemented a tool manager that handles tool registration, schema generation, and execution - Built an agent that uses the Chat Completion API directly - Managed conversation history and tool calls manually - Added the Chat Completion implementation to our CLI

By building the agent from scratch, we’ve gained a deeper understanding of how the Chat Completion API works and how to manage the conversation flow and tool execution without relying on the SDK’s abstractions.





7 Building an Agent with OpenAI’s Response API


7.1 Learning Objectives


	Understand how the Response API differs from the Chat Completion API

	Implement an agent using the Response API’s stateful conversation management

	Leverage the simplified tool handling in the Response API

	Compare the three approaches (SDK, Chat Completion, Response API) to agent development



In this chapter, we’ll implement our MarketMind agent using OpenAI’s Response API, which the OpenAI Agent SDK also leverages under the hood.



7.2 Understanding the Response API

The Response API represents OpenAI’s latest approach to building conversational AI systems. It introduces several improvements over the Chat Completion API. In particular, it has Built-in State Management: The API maintains conversation state through response IDs, eliminating the need to send the entire conversation history with each request.

Let’s create our Response API implementation:

touch src/agent_from_scratch/agent_response.py


We are going to leverage the same tool management modules we built for the Chat Completion API implementation, and the tools we built for the Agent SDK implementation.

So let’s implement the agent:

# src/agent_from_scratch/agent_response.py
import json
import logging
import os
from openai import OpenAI
from src.agent_from_scratch.tool_manager import ToolManager
from src.common.config import DEFAULT_MODEL, SYSTEM_PROMPT, OPENAI_API_KEY, DEFAULT_MAX_ITERATIONS

# Configure logging
logger = logging.getLogger(__name__)
logger.setLevel(logging.DEBUG)  # Set to DEBUG for detailed logs

class MarketMindResponseAgent:
    """
    An AI-powered financial assistant using OpenAI's Response API with simplified state management.
    """
    
    def __init__(self, model=DEFAULT_MODEL):
        logger.debug(f"Initializing MarketMindResponseAgent with model: {model}")
        self.tool_manager = ToolManager()
        self.model = model
        self.client = OpenAI(api_key=OPENAI_API_KEY)
        
        # Initialize empty tool schemas
        self.tool_schemas = []
        
        # Track the most recent response ID for state management
        self.previous_response_id = None
        
        logger.debug(f"MarketMindResponseAgent initialized successfully with model: {model}")
        
    def register_tool(self, name, description, tool_function):
        """Register a new tool with the agent."""
        logger.debug(f"Registering tool: {name} - {description}")
        self.tool_manager.register_tool(name, description, tool_function)
        
        # Update tool schemas immediately - convert to Response API format
        raw_schemas = self.tool_manager.get_schema_for_tools()
        
        # Convert Chat Completions API format to Response API format
        response_api_tools = []
        for schema in raw_schemas:
            if schema.get("type") == "function":
                function_data = schema.get("function", {})
                response_api_tools.append({
                    "type": "function",
                    "name": function_data.get("name", ""),
                    "description": function_data.get("description", ""),
                    "parameters": function_data.get("parameters", {})
                })
        
        self.tool_schemas = response_api_tools
        logger.debug(f"Tool schemas updated: now have {len(self.tool_schemas)} tools")
        
        return self
    
    def _handle_function_call(self, function_call):
        """
        Handle a function call from the Response API.
        
        Args:
            function_call: The function call object from the Response API
            
        Returns:
            The result of the function call as a string
        """
        try:
            function_name = function_call.name
            function_args = json.loads(function_call.arguments)
            
            logger.debug(f"Executing tool: {function_name} with args: {function_args}")
            
            # Execute the tool
            tool_result = self.tool_manager.execute_tool(function_name, **function_args)
            logger.debug(f"Tool execution result: {tool_result}")
            
            return str(tool_result)
            
        except Exception as e:
            error_msg = f"Error executing function call: {str(e)}"
            logger.error(error_msg, exc_info=True)
            return error_msg
    
    def process_query(self, query):
        """
        Process a user query using the Response API.
        
        Args:
            query: The user's query
            
        Returns:
            The agent's response as a string
        """
        logger.debug(f"Processing query: {query}")
        try:
            # System prompt that defines the agent's capabilities
            system_prompt = SYSTEM_PROMPT
            
            # Prepare the initial input for the API call
            input_messages = [
                {"role": "system", "content": system_prompt},
                {"role": "user", "content": query}
            ]
            
            logger.debug(f"Prepared initial input messages: {json.dumps(input_messages, indent=2)}")
            logger.debug(f"Available tools: {json.dumps(self.tool_schemas, indent=2)}")
            
            # Create the API call parameters
            api_params = {
                "model": self.model,
                "input": input_messages,
                "tools": self.tool_schemas
            }
            
            if self.previous_response_id:
                api_params["previous_response_id"] = self.previous_response_id
                logger.debug(f"Including previous response ID: {self.previous_response_id}")
            
            # Call the API to get the initial response
            logger.debug(f"Sending initial API request with parameters: {json.dumps(api_params, indent=2)}")
            response = self.client.responses.create(**api_params)
            logger.info(f"Received initial response with ID: {response.id}")
            logger.debug(f"Initial response output: {json.dumps(response.model_dump(), indent=2)}")
            
            # Save the response ID for future calls
            self.previous_response_id = response.id
            
            # Process the response and any subsequent responses with function calls
            iteration = 0
            
            # Continue processing responses until we get one without function calls
            while iteration < DEFAULT_MAX_ITERATIONS:
                iteration += 1
                logger.debug(f"Starting iteration {iteration} of response processing loop")
                
                # Process the current response
                output = response.output
                logger.debug(f"Processing {len(output)} output items in response {response.id}")
                
                # Check if we have function calls to process
                function_calls = [item for item in output if item.type == "function_call"]
                
                if not function_calls:
                    logger.info(f"No function calls to process in iteration {iteration}")
                    break
                
                logger.info(f"Found {len(function_calls)} function calls to process")
                
                # Process all function calls in this response
                function_call_results = []
                for idx, function_call in enumerate(function_calls):
                    logger.debug(f"Processing function call {idx + 1}/{len(function_calls)}: {function_call.name}")

```python
# src/agent_from_scratch/agent_response.py (continued)
                    logger.info(f"Executing function call: {function_call.name} with arguments: {function_call.arguments}")
                    
                    # Execute the function call
                    result = self._handle_function_call(function_call)
                    
                    # Add the result to our list
                    function_call_results.append({
                        "type": "function_call_output",
                        "call_id": function_call.call_id,
                        "output": result
                    })
                
                # Submit all function call results back to the API in one request
                logger.debug(f"Sending follow-up request with {len(function_call_results)} function call results")
                logger.debug(f"Function call results: {json.dumps(function_call_results, indent=2)}")
                
                follow_up_response = self.client.responses.create(
                    model=self.model,
                    input=function_call_results,
                    previous_response_id=response.id,
                    tools=self.tool_schemas
                )
                
                logger.info(f"Received follow-up response with ID: {follow_up_response.id}")
                logger.debug(f"Follow-up response output: {json.dumps(follow_up_response.model_dump(), indent=2)}")
                
                # Update the response ID for future calls
                self.previous_response_id = follow_up_response.id
                response = follow_up_response
            
            # Check if we hit the maximum number of iterations
            if iteration >= DEFAULT_MAX_ITERATIONS:
                logger.warning(f"Hit maximum iterations ({DEFAULT_MAX_ITERATIONS}) when processing function calls")
            
            # Return the final text response
            final_output = response.output_text
            logger.info(f"Final response text: {final_output}")
            return final_output
            
        except Exception as e:
            logger.error(f"Error processing query: {str(e)}", exc_info=True)
            return f"An error occurred: {str(e)}"


Let’s break down the changes:


7.2.1 Response ID-Based State Management

The most important aspect of the Response API related to conversation management is the Response ID:

# Track the most recent response ID for state management
self.previous_response_id = None

# Later in process_query:
if self.previous_response_id:
    api_params["previous_response_id"] = self.previous_response_id


This simple mechanism represents a shift in how conversation state is managed:


	Server-Side State: Instead of maintaining the entire conversation history on our side, OpenAI stores the conversation context associated with each response ID.


	Token Efficiency: We no longer need to send the entire conversation history with each request, dramatically reducing token usage for long conversations.


	Simplified Implementation: Our code only needs to track a single string (the response ID) rather than an ever-growing array of messages.




This approach is similar to how web sessions work - instead of sending all your user data with every request, the server stores the data and you just pass a session ID. It’s a much more scalable and efficient approach.



7.2.2 Tool Schema Transformation

The Response API also uses an evoled schema format than the Chat Completion API:

# Convert Chat Completions API format to Response API format
response_api_tools = []
for schema in raw_schemas:
    if schema.get("type") == "function":
        function_data = schema.get("function", {})
        response_api_tools.append({
            "type": "function",
            "name": function_data.get("name", ""),
            "description": function_data.get("description", ""),
            "parameters": function_data.get("parameters", {})
        })




7.2.3 Batch Processing of Function Calls

Unlike the Chat Completion API where we handle tool calls one by one, here we process them in batch:

# Process all function calls in this response
function_call_results = []
for idx, function_call in enumerate(function_calls):
    # Execute the function call
    result = self._handle_function_call(function_call)
    
    # Add the result to our list
    function_call_results.append({
        "type": "function_call_output",
        "call_id": function_call.call_id,
        "output": result
    })

# Submit all function call results back to the API in one request
follow_up_response = self.client.responses.create(
    model=self.model,
    input=function_call_results,
    previous_response_id=response.id,
    tools=self.tool_schemas
)





7.3 The Conversation Loop

The Response API’s conversation loop is similar to our Chat Completion implementation, but with some key differences:

# Continue processing responses until we get one without function calls
while iteration < DEFAULT_MAX_ITERATIONS:
    # Process the current response
    output = response.output
    
    # Check if we have function calls to process
    function_calls = [item for item in output if item.type == "function_call"]
    
    if not function_calls:
        break
    
    # Process function calls and get a new response
    # ...
    
    # Update for next iteration
    self.previous_response_id = follow_up_response.id
    response = follow_up_response


The key differences from our Chat Completion implementation:


	Output Structure: Instead of checking message.tool_calls, we examine response.output for items of type “function_call”.


	State Transition: We update self.previous_response_id with each new response, maintaining the conversation thread.


	No Message Array: We don’t need to maintain or update a growing message array - the Response API handles this for us.




This loop structure is cleaner and more focused on the essential flow: get response, check for function calls, execute them, submit results, repeat until done.



7.4 Update the CLI

Now, let’s add the Response API implementation to our CLI:

# Add this to src/cli/main.py after the chat_completion command
@cli.command()
@click.option('--model', default=DEFAULT_MODEL, help='The model to use for the agent')
@click.option('--debug', is_flag=True, help='Enable debug logging')
def response_api(model, debug):
    """Start MarketMind using the OpenAI Response API."""
    
    # Set up logging - always log to file if debug is enabled, never to console for CLI
    log_filename = setup_logging(
        debug=debug,
        module_loggers=DEFAULT_DEBUG_MODULES,
        log_to_file=debug,
        console_output=False  # Don't output logs to console for CLI apps
    )
    
    logger.info(f"Starting MarketMind Response API Agent with model={model}")
    
    # Initialize the agent
    agent = MarketMindResponseAgent(model=model)
    
    # Register all the tools
    agent.register_tool(
        "get_stock_price",
        "Get the current price of a stock",
        get_stock_price
    )
    
    agent.register_tool(
        "get_stock_history",
        "Get historical price data for a stock",
        get_stock_history
    )
    
    agent.register_tool(
        "get_company_info",
        "Get basic information about a company",
        get_company_info
    )
    
    agent.register_tool(
        "get_financial_metrics",
        "Get key financial metrics for a company",
        get_financial_metrics
    )
    
    click.echo(click.style("\n🤖 MarketMind Financial Assistant powered by Response API", fg='blue', bold=True))
    click.echo(click.style("Ask me about stocks, companies, or financial metrics. Type 'exit' to quit.\n", fg='blue'))
    
    if log_filename:
        click.echo(click.style(f"Log file: {log_filename}", fg='yellow'))
    
    # Main conversation loop
    while True:
        # Get user input
        user_input = click.prompt(click.style("You", fg='green', bold=True))
        
        # Check for exit command
        if user_input.lower() in ('exit', 'quit', 'q'):
            logger.info("User requested exit")
            click.echo(click.style("\nThank you for using MarketMind! Goodbye.", fg='blue'))
            break

        # Process the query
        click.echo(click.style("MarketMind", fg='blue', bold=True) + " is thinking...")
        
        click.echo(click.style("  🤔 Processing query and deciding on actions...", fg="yellow"))

        try:
            # Process the query
            response = agent.process_query(user_input)
            click.echo(click.style("  ✅ Analysis complete, generating response...", fg="green"))
            
            # Display the response
            click.echo(click.style("MarketMind", fg='blue', bold=True) + f": {response}\n")
            
            # Log response ID for debugging
            if agent.previous_response_id:
                logger.debug(f"Response ID captured for conversation continuity: {agent.previous_response_id}")
                
        except Exception as e:
            logger.error(f"Error processing query: {str(e)}", exc_info=True)
            click.echo(click.style("  ❌ Error processing query", fg="red"))
            click.echo(click.style("MarketMind", fg='blue', bold=True) + 
                      f": I encountered an error while processing your request. Please try again.\n")


Our CLI implementation for the Response API follows the same pattern as our previous implementations:

@cli.command()
@click.option('--model', default=DEFAULT_MODEL, help='The model to use for the agent')
@click.option('--debug', is_flag=True, help='Enable debug logging')
def response_api(model, debug):
    """Start MarketMind using the OpenAI Response API."""
    # ...


The CLI implementation also captures an important detail:

# Log response ID for debugging
if agent.previous_response_id:
    logger.debug(f"Response ID captured for conversation continuity: {agent.previous_response_id}")


This logging helps us verify that the response ID mechanism is working correctly, a crucial aspect of the Response API’s state management approach.



7.5 Testing the Response API Implementation

You can now run the agent with the Response API implementation:

market-mind response-api


This provides a similar experience to the other implementations, but with more efficient state management.



7.6 Key Takeaways

In this chapter, we’ve: - Implemented an agent using the Response API - Leveraged response IDs for efficient state management - Used the batch processing approach for function calls - Added the Response API implementation to our CLI - Compared the three approaches to agent development

The Response API represents a step forward in making agent development more accessible and efficient. By understanding all three approaches—SDK, Chat Completion, and Response API—you now have a comprehensive toolkit for building AI agents that suit your specific needs.





8 Conclusion and Next Steps


8.1 Learning Objectives


	Review what we’ve learned about building AI agents

	Understand the strengths and weaknesses of different implementation approaches

	Explore potential extensions and improvements to our MarketMind agent

	Consider the future of AI agent development



In this tutorial, we’ve built a complete financial assistant using three different approaches. Let’s recap what we’ve learned and explore potential next steps.



8.2 What We’ve Built

We’ve created MarketMind, a financial assistant that can:


	Retrieve current stock prices

	Get historical price data

	Provide company information

	Display financial metrics

	Maintain conversation context

	Handle follow-up questions



We’ve implemented this agent using three different approaches:


	OpenAI Agent SDK: A high-level framework that simplifies agent development

	Chat Completion API: Building from scratch for deeper understanding

	Response API: Using built-in state management for efficient conversation handling





8.3 The ABC Framework in Action

Throughout this tutorial, we’ve applied the ABC (Action-Brain-Context) Framework:

Action: We created financial tools that retrieve real-time data from Yahoo Finance. These tools allow our agent to interact with the external world and provide up-to-date information.

Brain: We leveraged different APIs (Agent SDK, Chat Completion, Response) to provide the reasoning capabilities of our agent. The Brain understands user queries, selects appropriate tools, and generates natural language responses.

Context: We implemented memory systems that maintain state across interactions. This allows our agent to remember previous conversations and provide more natural responses to follow-up questions.



8.4 Choosing the Right Approach

Based on our implementations, here are some guidelines for choosing the right approach for your own projects:


	Use OpenAI Agent SDK (or other frameworks) if want to get started quickly and leverage built-in features like context management.


	Use the Chat Completion API if you need complete control over the conversation flow and you want to work with models from different providers.


	Use the Response API if you want a lower level API but also leverage additional features likes efficient conversational state management, hosted tools and so on as listed here.






8.5 Potential Extensions

There are many ways you could extend the MarketMind agent:


	Expand Tools:

	Add support for more general tools such as Web search and Browser use.

	Adopt standard tool interfaces like Model Context Protocol (MCP)




	Improve Reasoning

	Leverage more powerful models capable of reasoning

	Implement multi-agent systems for more complex tasks




	Enhanced Memory:

	Implement more sophisticated memory systems like vector databases

	Add support for long-term memory across sessions




	User Interface Improvements:

	Create a web interface and add visualizations for financial data

	Implement voice interaction




	Performance Optimizations:

	Add parallel processing for tool execution

	Optimize token usage for reduced costs








8.6 Conclusion

Building AI agents is a powerful way to create applications that combine the reasoning capabilities of large language models with the ability to interact with the external world. By understanding the different approaches to agent development, you can choose the right tools and techniques for your specific needs.

We hope this tutorial give you a solid foundation in AI agent development. Whether you’re building financial assistants, customer service bots, or any other type of agent, the principles and techniques we’ve covered will help you create more powerful and effective applications.

Thank you for joining us on this journey, and happy building!









Appendix A — Appendix


A.1 Create and Test Basic OpenAI SDK Agents

In this section, we look at creating simple starter AI agents using the OpenAI Agent SDK.


A.1.1 Create a Simple Agent Script

Let’s create an agent_sync.py file in a playground directory with the “hello world” example from the OpenAI Agent SDK documentation:

# agent_sync.py
from agents import Agent, Runner

question = "Write a haiku about recursion in programming."

agent = Agent(name="Assistant", instructions="You are a helpful assistant")

# Run the agent and get the result
result = Runner.run_sync(agent, question)
print(result.final_output)


Run this script from the terminal:

python playground/agent_sync.py


You should see a haiku output similar to:

Code within the code,
Functions calling themselves,
Infinite loop's dance.

You can also use uv run, which ensures the script runs in your virtual environment:

uv run playground/agent_sync.py




A.1.2 Different Ways to Run Agents

The OpenAI Agent SDK provides three main ways to run agents through the Runner class:


	Synchronous Running with run_sync():

result = Runner.run_sync(agent, "What's the weather today?")
print(result.final_output)


This is the simplest approach for scripts and is what we used above. It blocks execution until the agent completes its response.


	Asynchronous Running with run():

import asyncio

async def main():
    result = await Runner.run(agent, "What's the weather today?")
    print(result.final_output)

asyncio.run(main())


This is useful for more complex applications where you want to do other tasks while waiting for the agent to respond.


	Streaming Results with run_streamed():

import asyncio

async def main():
    stream = await Runner.run_streamed(agent, "Tell me a long story")
    async for partial_result in stream:
        # This prints each piece as it arrives
        if partial_result.delta:
            print(partial_result.delta, end="", flush=True)

asyncio.run(main())


This allows you to see the agent’s response as it’s being generated, piece by piece, rather than waiting for the complete response.






A.1.3 The Agent Loop: How Agents Process Requests

When you run an agent with any of these methods, it follows this loop:


	The LLM processes your input

	The LLM produces output, which can be:

	A final response (loop ends)

	A handoff to another agent (loop continues with new agent)

	Tool calls (tools are executed, results are added to context, loop continues)




	This continues until a final output is produced or max turns is reached





A.1.4 Creating an Async Agent Script

For more flexibility, let’s create a script that uses the async approach. Create a file called agent_async.py under the playground directory:

# agent_async.py
import asyncio
from agents import Agent, Runner

question = "Write a haiku about recursion in programming."

async def main():
    agent = Agent(name="Assistant", instructions="You are a helpful assistant")

    result = await Runner.run(agent, question)
    print(result.final_output)

if __name__ == "__main__":
    asyncio.run(main())


Run this script from the terminal:

python playground/agent_async.py




A.1.5 Creating a Streaming Agent Script

For longer responses, it can be helpful to see the results as they’re generated. Let’s create a script that uses the streaming approach:

# agent_streaming.py
import asyncio
from agents import Agent, Runner

async def main():
    agent = Agent(name="Assistant", instructions="You are a helpful assistant")
    
    question = "Write a short poem about artificial intelligence."
    
    print(f"Question: {question}\n")
    print("Response:")
    
    # Get streaming results
    stream = await Runner.run_streamed(agent, question)
    
    # Process each piece as it arrives
    async for partial_result in stream:
        if partial_result.delta:
            print(partial_result.delta, end="", flush=True)
    
    print("\n\nDone!")

if __name__ == "__main__":
    asyncio.run(main())


Run this script to see the response appear gradually:

python playground/agent_streaming.py




A.1.6 Best Practices for Using the Agent SDK

Based on our exploration:


	For simple scripts and quick tests:

	Use Runner.run_sync() for its simplicity




	For more complex applications:

	Use asyncio.run(main()) with await Runner.run() for better performance and flexibility

	This approach lets you run multiple agents or other tasks concurrently




	For better user experience:

	Use Runner.run_streamed() when you want users to see responses as they’re generated

	This is especially valuable for longer responses where waiting for the complete answer might feel slow






Now that we understand how to create and run a basic agent, we’re ready to move on to building our financial assistant with custom tools.

For those interested in running agents in interactive environments like Jupyter notebooks or VS Code cells, please refer to this section for additional guidance.




A.2 Run Agents in Interactive Python Development

One of the best ways to learn programming concepts is through interactive experimentation. Being able to run small snippets of code and see the results immediately helps solidify your understanding. VSCode and compatible IDEs like Windsurf and Cursor provide convenient ways to do this.

But when running agents in interactive environments like Jupyter notebooks or VS Code’s interactive Python, you may encounter specific challenges with asynchronous code. This appendix explains how to address these issues.


A.2.1 Set up Interactive Python Development in IDE

You can follow the video tutorial that walks you through this process, which essentially does the following two steps:

First, we need the Python extension, which provides essential features for Python development. In VSCode:


	Press Ctrl+Shift+X (or Cmd+Shift+X on Mac) to open the Extensions panel

	Search for “Python”

	Click “Install” on the official Python extension by Microsoft



Second, we’ll add Jupyter support to enable interactive code cells. In VSCode:


	In the Extensions panel, search for “Jupyter”

	Install the “Jupyter” extension

	Restart your IDE when prompted



Once configured, you can run code interactively by opening .ipynb notebook files.

The setup will also allow you to run code cells in Python .py file directly by creating code cells with # %%. Check out Python Interactive window for more details.

If this is the first time you run this code interactively, you might be prompted to “Select a kernel”, click into it to find and select the appropriate Python environment. Once you select the Python environment, it may further prompt you to install the ipykernel package with an ‘install’ button. In that case, simply click the button to install it. If that fails, you can install it directly from the terminal, make sure you’re in the Python environment (kernel) you selected for the interactive code to run, and then install the package with your package management command such as pip install ipykernel or uv add ipykernel. We will see exactly how to do these steps during our tutorial.



A.2.2 The Event Loop Challenge for Running Agents in Interactive Python

Interactive environments like Jupyter notebooks already run an event loop to keep the interface responsive. This creates a conflict when using Runner.run_sync(), which tries to create its own event loop.

If you try to run this code in an interactive cell:

# agent_int_sync.py
# %%
from agents import Agent, Runner

question = "Write a haiku about recursion in programming."

agent = Agent(name="Assistant", instructions="You are a helpful assistant")
result = Runner.run_sync(agent, question)  # This will fail in interactive mode
print(result.final_output)


You’ll get an error: RuntimeError: This event loop is already running



A.2.3 Solution: Use Direct Async Calls

In interactive environments, you need to use the async version directly:

# agent_int_async.py
# %%
from agents import Agent, Runner

question = "Write a haiku about recursion in programming."

async def main():
    agent = Agent(name="Assistant", instructions="You are a helpful assistant")
    result = await Runner.run(agent, question)
    print(result.final_output)

# %%
await main()  # This works in interactive cells


Run both cells in sequence to see the result.



A.2.4 Understanding Event Loops in Python

To understand this error, we need to know a bit about how asynchronous programming works in Python:


	An event loop is like a manager that keeps track of all the tasks that need to be done and decides which task to work on next. It coordinates asynchronous operations.


	Keeps track of all pending tasks

	Decides which task to run next

	Manages waiting for I/O operations to complete




	When you use async and await in Python, you’re telling the event loop: “This task might take a while. While you’re waiting for it to finish, you can work on other tasks.”


	Interactive environments like Jupyter notebooks and VS Code cells already start their own event loop when they run your code. This is what allows them to run code and still keep the interface responsive, which is also why we can’t create a new one with run_sync() but can use existing ones with await.


	When we call Runner.run_sync(), it tries to create its own event loop using asyncio.run(). But Python doesn’t allow two event loops to run at the same time in the same thread, so we get the error.




Think of it like this: you can’t have two different managers trying to assign tasks to the same worker at the same time - they’d conflict with each other.




A.3 Reuse Tools Implementation for Agent SDK

All our three versions of Agent implementations use the same tool implementations in tools_yt.py. But the OpenAI Agent SDK version requires a decorator to mark the function as a tool. How do we make sure we can properly reuse the same function definitions in the tools_yf.py without having to copy them? We already solved it in our Agent SDK version with the @wrap decorator. This section explains why.

Let’s create a file called playground/agent_tools_reuse.py.

# %%
from agents import function_tool
from .tools_yt import (
    get_stock_price as original_get_stock_price,
    get_stock_history as original_get_stock_history,
    get_company_info as original_get_company_info,
    get_financial_metrics as original_get_financial_metrics
)

@function_tool
def get_stock_price(ticker: str) -> str:
    return original_get_stock_price(ticker)

@function_tool
def get_stock_history(ticker: str, days: int) -> str:
    return original_get_stock_history(ticker, days)

@function_tool
def get_company_info(ticker: str) -> str:
    return original_get_company_info(ticker)

@function_tool
def get_financial_metrics(ticker: str) -> str:
    return original_get_financial_metrics(ticker)

# %%
agent = Agent(
    name="Assistant",
    instructions="You are a helpful assistant",
    tools=[
        get_stock_price,
        get_stock_history,
        get_company_info,
        get_financial_metrics]
    )

# %%
for tool in agent.tools:
    if isinstance(tool, FunctionTool):
        print(tool.name)
        print(tool.description)
        print(json.dumps(tool.params_json_schema, indent=2))
        print()


However, we notice that the function no longer contains the original docstring:

get_stock_price

{
  "properties": {
    "ticker": {
      "title": "Ticker",
      "type": "string"
    }
  },
  "required": [
    "ticker"
  ],
  "title": "get_stock_price_args",
  "type": "object",
  "additionalProperties": false
}


Why? the Agents SDK by default uses the docstring of the function as the Tool description. But it can only see the docstring directly attached to the function being decorated. The wrapper function get_stock_price would not automatically inherit the docstring from the original function. While the SDK would still create a tool based on the wrapper’s signature (ticker: str -> str), it does not have the helpful descriptions for the agent to understand how to use it.

There are several ways to solve this problem, we can copy the original docstring over to the wrapper function, or we can provide description directly to @function_tool to overwrite its default behavior. But here if we want to reuse the docstring in the original methods, and minimize code redundancy, we can use the @wraps decorator from the functools module, which will make the original function’s metadata, including the docstring, available to the wrapper function.

Let’s create an agent_tools_reuse_wraps.py file under the playground directory.

# %%
from agents import Agent, function_tool, FunctionTool
from functools import wraps
import json
from tools_yf import (
    get_stock_price as original_get_stock_price,
    get_stock_history as original_get_stock_history,
    get_company_info as original_get_company_info,
    get_financial_metrics as original_get_financial_metrics
)

# %%
@function_tool
@wraps(original_get_stock_price)
def get_stock_price(ticker: str) -> str:
    return original_get_stock_price(ticker)

@function_tool
@wraps(original_get_stock_history)
def get_stock_history(ticker: str, days: int) -> str:
    return original_get_stock_history(ticker, days)

@function_tool
@wraps(original_get_company_info)
def get_company_info(ticker: str) -> str:
    return original_get_company_info(ticker)

@function_tool
@wraps(original_get_financial_metrics)
def get_financial_metrics(ticker: str) -> str:
    return original_get_financial_metrics(ticker)


# %%
agent = Agent(
    name="Assistant",
    instructions="You are a helpful assistant",
    tools=[
        get_stock_price,
        get_stock_history,
        get_company_info,
        get_financial_metrics]
    )
# %%
for tool in agent.tools:
    if isinstance(tool, FunctionTool):
        print(tool.name)
        print(tool.description)
        print(json.dumps(tool.params_json_schema, indent=2))
        print()


Now we are able to see the docstring in the tool again even though it is in a wraped function:

get_stock_price
Get the current price of a stock.
{
  "properties": {
    "ticker": {
      "description": "The stock ticker symbol (e.g., 'AAPL')",
      "title": "Ticker",
      "type": "string"
    }
  },
  "required": [
    "ticker"
  ],
  "title": "get_stock_price_args",
  "type": "object",
  "additionalProperties": false
}




A.4 OpenAI Agent SDK’s Context Management System

The OpenAI Agent SDK provides a context management system that serves as the backbone for state management and dependency injection in your agent applications. Let’s explore what this system is, why it’s valuable, and how to use it effectively.


A.4.1 Understanding the Context System

In the Agent SDK, “context” refers to a structured way to share data and dependencies across different components of your agent. It’s essentially a container for any information that needs to be accessible throughout the agent’s lifecycle.

The SDK distinguishes between two types of context:


	Local Context: Data and dependencies available to your code components (tools, callbacks, etc.)

	LLM Context: Information that the language model sees when generating responses



The context system solves several critical challenges in agent development:


	State Management: Maintains state across multiple interactions

	Dependency Injection: Provides a clean way to share resources and helpers

	Type Safety: Enables proper type checking and IDE autocompletion

	Separation of Concerns: Keeps your agent components decoupled and focused



The SDK’s context system operates through a few key mechanisms:


	Context Object: You create a custom class (typically a dataclass) containing any data or methods your agent needs

	Context Wrapper: The SDK wraps your context in a RunContextWrapper class, which is passed to tools and other components

	Type Generics: The Agent is generic on the context type, ensuring type safety throughout your application

	Dependency Injection: The context is passed to the Runner and then automatically injected into all components



As indicated in the comments, the context object itself is never sent to the LLM. Instead, there are specific patterns for making information from your context available to the language model. Let’s use a separate example to understand the context management in the SDK in detail.



A.4.2 A standalone example

We can first look at a standalone example of how context can be passed and used without using the Agent SDK.

# agent_sdk_context_standalone.py
from dataclasses import dataclass
import asyncio

@dataclass
class UserContext:
    uid: str
    is_pro_user: bool

def personalized_greeting(context: UserContext) -> str:
    if context.is_pro_user:
        return f"Welcome back, Pro user {context.uid}!"
    else:
        return f"Hello, free user {context.uid}! Upgrade anytime."


class Agent:
    def __init__(self, instructions=None, dynamic_instructions_fn=None, tools=None):
        self.instructions = instructions
        self.dynamic_instructions_fn = dynamic_instructions_fn
        self.tools = tools or []

    async def run(self, context):
        # Dynamic instructions first
        if self.dynamic_instructions_fn:
            self.instructions = self.dynamic_instructions_fn(context, self)

        print(f"Running agent with user id: {context.uid}")
        print(f"Is pro user? {context.is_pro_user}")
        print(f"Instructions: {self.instructions}")

        # Now use tools
        for tool in self.tools:
            result = tool(context)
            print(f"Tool result: {result}")

class Runner:
    def __init__(self, agent):
        self.agent = agent

    async def run(self, context):
        await self.agent.run(context)


def dynamic_instructions(context: UserContext, agent: Agent) -> str:
    if context.is_pro_user:
        return f"Welcome, valued user {context.uid}!"
    else:
        return f"Hello, user {context.uid}. Upgrade to Pro for more features!"

# Create a context
context = UserContext(uid="1234", is_pro_user=True)

# Create an agent with dynamic instructions and a tool
agent = Agent(
    dynamic_instructions_fn=dynamic_instructions,
    tools=[personalized_greeting]
)

# Create a runner
runner = Runner(agent)

# Run everything
asyncio.run(runner.run(context))


❯ python agent_sdk_context_standalone.py
Running agent with user id: 1234
Is pro user? True
Instructions: Welcome, valued user 1234!
Tool result: Welcome back, Pro user 1234!


In summary:








	Concept
	How It Works





	Context
	Passed from Runner to Agent at runtime



	Dynamic Instructions
	Agent can change instructions based on context



	Tools
	Agent can use context to call tools during its operation





Here is a Visual Flow:

Runner.run(context)
    |
    v
Agent.run(context)
    |
    v
dynamic_instructions(context, agent)
    |
    v
Update agent.instructions
    |
    v
For each tool:
    tool(context)
    |
    v
Use tool result



A.4.3 Use Context in the OpenAI Agent SDK

Let’s explore how context works in the OpenAI Agent SDK through a concrete example using the actual SDK components.

In the OpenAI Agent SDK, context is passed through a wrapper class:

# From the SDK source code
@dataclass
class RunContextWrapper(Generic[TContext]):
    """This wraps the context object that you passed to `Runner.run()`. It also contains
    information about the usage of the agent run so far.

    NOTE: Contexts are not passed to the LLM. They're a way to pass dependencies and data to code
    you implement, like tool functions, callbacks, hooks, etc.
    """

    context: TContext
    """The context object (or None), passed by you to `Runner.run()`"""

    usage: Usage = field(default_factory=Usage)
    """The usage of the agent run so far. For streamed responses, the usage will be stale until the
    last chunk of the stream is processed.
    """


This wrapper design allows the SDK to inject your context into tools and other components while also providing additional metadata like usage statistics.


A.4.3.1 A Complete Working Example

Let’s see how this works in practice:

#agent_sdk_context.py
import asyncio
from dataclasses import dataclass
from typing import List

from agents import Agent, Runner, RunContextWrapper, function_tool

# 1. Define our context class
@dataclass
class UserContext:
    uid: str
    is_pro_user: bool
    preferred_city: str

# 2. Create tools that access this context
@function_tool
async def get_weather(wrapper: RunContextWrapper[UserContext]) -> str:
    """Get the current weather for the user's preferred city."""
    context = wrapper.context  # Access the UserContext inside the wrapper
    return f"The weather in {context.preferred_city} is sunny with mild winds."

@function_tool
async def get_air_quality(wrapper: RunContextWrapper[UserContext]) -> str:
    """Get air quality information for the user's preferred city."""
    context = wrapper.context  # Access the UserContext inside the wrapper
    return f"The air quality in {context.preferred_city} is moderate today."

# 3. Define dynamic instructions that use context
def dynamic_instructions(wrapper: RunContextWrapper[UserContext], agent=None) -> str:
    """Generate personalized instructions based on user context and available tools."""
    context = wrapper.context  # Access the UserContext inside the wrapper
    
    # Get the names of all available tools
    tool_names = [tool.name.replace('_', ' ').title() for tool in agent.tools]
    tool_list_text = ", ".join(tool_names)
    
    # Customize based on user type
    user_type = "Pro user" if context.is_pro_user else "Free user"
    
    return (
        f"You are assisting {user_type} {context.uid}.\n"
        f"Available tools you can use: {tool_list_text}.\n"
        f"The user's preferred city is {context.preferred_city}.\n"
        f"Always be friendly and helpful."
    )

# 4. Main function that creates and runs the agent
async def main():
    # Create a context for a Pro user
    user_context = UserContext(
        uid="abc123",
        is_pro_user=True,
        preferred_city="New York"
    )
    
    # Define tools based on user type
    tools = [get_weather, get_air_quality] if user_context.is_pro_user else [get_weather]
    
    # Create an agent with dynamic instructions
    agent = Agent[UserContext](
        name="Weather Assistant",
        instructions=dynamic_instructions,
        tools=tools
    )
    
    # Run the agent with our context
    result = await Runner.run(
        starting_agent=agent,
        input="What's the weather and air quality like today?",
        context=user_context  # Pass the context here
    )
    
    print(f"Agent response: {result.final_output}")

if __name__ == "__main__":
    asyncio.run(main())


We can run it:

❯ python agent_sdk_context.py
Agent response: The weather in New York is sunny with mild winds, and the air quality is moderate. Enjoy your day! 🌞




A.4.3.2 The Context Flow in Detail

Let’s break down exactly how context flows through this system:


	Creation: We create a UserContext object with user-specific information

user_context = UserContext(uid="abc123", is_pro_user=True, preferred_city="New York")



	Type Declaration: We specify that our agent works with this context type

agent = Agent[UserContext](...)



	Injection: We pass the context to Runner.run()

result = await Runner.run(agent, "What's the weather?", context=user_context)



	Wrapping: Internally, the SDK wraps our context in a RunContextWrapper

# This happens inside the SDK
wrapped_context = RunContextWrapper(context=user_context)



	Accessing in Tools: Tools receive this wrapper and access the context

async def get_weather(wrapper: RunContextWrapper[UserContext]) -> str:
    context = wrapper.context  # This gives you back the original UserContext
    return f"Weather in {context.preferred_city} is sunny"



	Accessing in Instructions: The dynamic instructions function does the same

def dynamic_instructions(wrapper: RunContextWrapper[UserContext], agent=None) -> str:
    context = wrapper.context
    # Use context to generate instructions


Internally, the SDK passes the wrapper to the agent’s get_system_prompt method, which will call the dynamic_instructions function with both the wrapper and the agent itself.






A.4.3.3 Why Use RunContextWrapper?

The wrapper approach provides several benefits:


	Additional Metadata: The wrapper contains usage statistics and potentially other metadata

print(f"Tokens used so far: {wrapper.usage.total_tokens}")



	Consistent API: All components receive the same wrapper type, regardless of context type


	Type Safety: The generic parameter RunContextWrapper[UserContext] ensures type checking


	Documentation: The wrapper makes it explicit that contexts are not passed to the LLM






A.4.3.4 The Context-LLM Boundary

It’s crucial to understand that the context object is never sent to the LLM. As the SDK documentation states:


NOTE: Contexts are not passed to the LLM. They’re a way to pass dependencies and data to code you implement, like tool functions, callbacks, hooks, etc.



Instead, we extract information from the context and format it as text:


	In dynamic instructions:

return f"You are assisting {user_type} {context.uid}..."



	In tool responses:

return f"The weather in {context.preferred_city} is sunny..."





If you are interested in a deeper understanding of RunContextWrapper, you can refer to this section.





A.5 Generic Types in Python

This chapter explain the basics of Generic and TypeVar which helps you undertand code like the following:


from dataclasses import dataclass, field
from typing import Any, Generic
from typing_extensions import TypeVar

TContext = TypeVar("TContext", default=Any)

@dataclass
class RunContextWrapper(Generic[TContext]):
    """This wraps the context object that you passed to `Runner.run()`. It also contains
    information about the usage of the agent run so far.

    NOTE: Contexts are not passed to the LLM. They're a way to pass dependencies and data to code
    you implement, like tool functions, callbacks, hooks, etc.
    """

    context: TContext
    """The context object (or None), passed by you to `Runner.run()`"""

    usage: Usage = field(default_factory=Usage)
    """The usage of the agent run so far. For streamed responses, the usage will be stale until the
    last chunk of the stream is processed.
    """


We also explain @dataclass in the other chapter.


A.5.1 Understanding Generic and TypeVar in Python

When we write code, we often want it to be flexible — able to work with different types without rewriting everything.

For example, instead of writing one class for ints, another for strs, and another for floats, wouldn’t it be better to write a single, reusable class that can work with any type?

That’s exactly what generics are for.

In Python, the tools we use to build generics are TypeVar and Generic.

In this section, we’ll carefully walk through what they are, how they work, and why they matter — following the same learning journey many developers experience: starting with confusion, then gradually achieving full clarity.



A.5.2 What is TypeVar?

TypeVar stands for Type Variable. It does not create a new type like int or str.

Instead, it creates a placeholder for a type, like an empty hole that will be filled later when the code is used.

Example:

from typing import TypeVar

T = TypeVar("T")



	T is a Python variable you can now use in type annotations.

	The string "T" is just a label for tooling and error messages — it has no effect at runtime.



✅ Important:

- T is not a real type. - It is a promise that says: “Later, I’ll be replaced with an actual type like int, str, float, etc.”





A.5.3 What is Generic?

Generic is a special base class that tells Python’s type system:


“This class (or function) is parameterized by a TypeVar.”



When you create a class that needs to be generic, you inherit from Generic[...], and specify which type variables it uses.

Example:

from typing import Generic, TypeVar

T = TypeVar("T")

class Box(Generic[T]):
    def __init__(self, thing: T):
        self.thing = thing


Explanation: - Box inherits from Generic[T]. - This formally declares: “Box is a generic class over the type variable T.” - thing is typed as T, meaning its type will be decided later.

When using Box, you fill in T with a real type:

box_of_ints = Box[int](thing=123)    # T becomes int
box_of_strings = Box[str](thing="hello")  # T becomes str


✅ The type placeholder T becomes a real type when you create an instance.





A.5.4 Why Inheriting from Generic[T] Matters

You might wonder: what happens if you use TypeVar but don’t inherit from Generic?

Example without proper inheritance:

class Box:
    thing: T



	Here, T is just floating around.

	Python’s type checkers (like mypy or Pyright) won’t know that this class is supposed to be generic.

	You won’t get correct type checking, no specialization like Box[int], and no autocompletion help.



✅ Only by inheriting from Generic[T] do you properly declare that your class uses a type placeholder.





A.5.5 Real World Flow: “Filling the TypeVar Hole”

When you define a class like Box(Generic[T]), you are creating a type hole.

When you instantiate it with Box[int], you are filling the hole.

Visualization:

Define class:    Box(Generic[T])   --> T is empty (waiting)
Instantiate:     Box[int](thing=...) --> T is filled with int

Thus: - Definition stage: declare placeholders. - Usage stage: specialize them.





A.5.6 Why does TypeVar have a string name?

You might notice that when you create a TypeVar, you provide a string label:

T = TypeVar("T")


Why?

Because: - The left side (T) is the Python variable you use in your code. - The string inside ("T") is only for human readability — it shows up in type error messages.

You could even write:

Banana = TypeVar("🍌")



	In your code, you must still use Banana, not "🍌".

	But error messages may refer to “🍌” — purely cosmetic.



✅ Key rule: always use the Python variable name (the one on the left), not the string inside.



A.5.7 Important Clarification: Box(Generic[T]) vs Box[int]

When learning about generics, it’s very common to feel confused about the different meanings of parentheses () and square brackets [].

Let’s break it down carefully:


A.5.7.1 Box(Generic[T]) — Inheritance (at class definition)

class Box(Generic[T]):
    ...


✅ This happens at class definition time.


	Box inherits from Generic[T].

	This formally tells Python’s type system: “Box is a generic class parameterized by a type variable T.”

	It’s exactly like normal inheritance, just with typing involved.





A.5.7.2 Box[int] — Specialization (at usage time)

box_of_ints = Box[int](thing=123)


✅ Here, two things happen: - Box[int] specializes the generic class by filling the type variable T with int. - Then (thing=123) instantiates an object from that specialized version.

✅ At this point, there is no inheritance happening.

✅ Instead, you are customizing the generic class to a concrete type.

If it feels confusing that Box[int](...) does two things at once, you can split it into two explicit steps:


	First, specialize the generic class by filling the type variable:

SpecializedBox = Box[int]



	Then, instantiate an object of the specialized class:

box_of_ints = SpecializedBox(thing=123)





So it becomes:

from typing import Generic, TypeVar

T = TypeVar("T")

class Box(Generic[T]):
    def __init__(self, thing: T):
        self.thing = thing

# Step 1: Specialize the generic type
SpecializedBox = Box[int]

# Step 2: Instantiate the specialized class
box_of_ints = SpecializedBox(thing=123)

print(box_of_ints.thing)  # Output: 123


✅ This makes it extra clear:

- Box[int] means “Box where T is int.” - SpecializedBox(thing=123) is a normal instantiation step.

You’ve already seen similar [ ] specialization when working with Python’s typing system. For example, List[int] for a list of integers. But List[int] use [ ] only for type hints. You cannot instantiate them like List[int](...). But with your own generic classes (like Box[T]), Box[int] creates a real, specialized class that you can instantiate with normal () syntax as above.

✅ In all these cases, square brackets [ ] are used to fill type parameters — not to inherit.

✅ Same idea applies to Box[int].




A.5.8 What Actually Happens At Runtime?

Here’s something subtle but important: - TypeVars and Generics are for static typing only. - At runtime, Python ignores the type parameters (Box[int] vs Box[str] don’t behave differently at runtime). - No extra runtime behavior is added.

- Only static type checkers (like mypy, pyright, and your IDE) understand and enforce generics.

✅ Thus, Generic[T] is a tool for better type checking and documentation, not for changing runtime execution.





A.5.9 Final Key Points


	TypeVar creates a placeholder for a type.

	Generic[...] declares that a class or function accepts type parameters.

	You must inherit from Generic[T] to make your type variables actually matter.

	The string name inside TypeVar("T") is only for error messages — use the variable in your code.

	When you instantiate a generic class, you fill the placeholders with real types.

	Python can often infer types automatically, but you can also be explicit.

	At runtime, type parameters are ignored — generics are purely a static typing feature.





A.5.10 Shortcut to Remember


TypeVar creates a hole. Generic marks your class as having that hole. Real types like int or str are what you put into the hole when you use the class.






A.6 Structured Data Models in Python

You will see @dataclass and pydantic used frequently in the codebase. This chapter will explain the basics of why we use them and how to use them.


A.6.1 Why Structured Models?

Imagine dealing with user data like this:

data = {"id": 123, "name": "Alice"}


Without structure, you manually track fields, types, and defaults. Bugs sneak in easily:

if data["user_id"] == 123:  # Oops, wrong key!
    ...


We need structured models: clear shapes for our data, so we can avoid these easy mistakes.



A.6.2 Dataclasses: Python’s Simple Built-in Solution

Before @dataclass, writing a data class meant manually creating methods:

class User:
    def __init__(self, id: int, name: str):
        self.id = id
        self.name = name

    def __repr__(self):
        return f"User(id={self.id}, name='{self.name}')"


A lot of boilerplate, right?

With @dataclass, Python writes that for you automatically:

from dataclasses import dataclass

@dataclass
class User:
    id: int
    name: str

user = User(id=123, name="Alice")
print(user)


✅ Python automatically generates: - __init__() constructor - __repr__() for easy printing - __eq__() for comparisons - Easy assignment and updates: user.name = "Bob"

Result:

User(id=123, name='Alice')

You can easily modify fields too:

user.name = "Bob"
print(user)


Output:

User(id=123, name='Bob')

But there’s an important catch:

Dataclasses don’t enforce types at runtime. The types you annotate are hints only, not strict checks.

Watch this:

user = User(id="wrong", name=456)
print(user)


Output:

User(id='wrong', name=456)

Python still creates the object even though the types are wrong!

✅ Dataclasses help you structure data and make coding faster. ❌ But they can’t protect you from type mistakes at runtime.





A.6.3 Where Dataclasses Fall Short

Dataclasses are great if: - You trust your inputs - You’re writing internal tools or scripts

But with external data (APIs, user forms, etc), wrong types sneak in easily. And Python won’t catch it for you!

The danger: you think your object is valid, but somewhere later your program crashes — and it’s much harder to trace the bug.

✅ Dataclasses give you structure and convenience. ❌ They don’t validate your data.



A.6.4 Pydantic: Smarter Data Models

Pydantic models (BaseModel) look like dataclasses, but validate data at runtime:

from pydantic import BaseModel

class User(BaseModel):
    id: int
    name: str

user = User(id=123, name="Alice")
print(user)


✅ Works normally:

id=123 name='Alice'

Now pass wrong types:

user = User(id="wrong", name=456)


🚫 Raises a clear ValidationError immediately:

ValidationError:
1 validation error for User
id
  Input should be a valid integer (type=type_error.integer)
name
  Input should be a valid string (type=type_error.string)

✅ Much safer when handling real-world messy data!





A.6.5 Type Checking vs Validation: What’s the Difference?


	Type Checking: Happens before running the program, using tools like mypy or your editor. It only checks your code, not real data.

	Validation: Happens at runtime, when your program is actually running and handling real data.



Example:

user = User(id="bad", name=123)  # Static check might miss this!


With a dataclass, Python still accepts it. With Pydantic, you get a runtime error immediately.


Important Note: Static type checkers like mypy might catch obviously wrong literals like id="bad", but they cannot catch wrong values when your data comes dynamically (e.g., from an API, a file, a dictionary). That’s why runtime validation is crucial for real-world applications.







A.6.6 Serialization

Serialization means taking a Python object and turn it into a format that can be easily saved or transmitted. Usually:


Python object ➔ JSON string (or bytes, or dict)




A.6.6.1 With Dataclasses

Dataclasses don’t directly provide JSON serialization, but you can get a dictionary using asdict().

from dataclasses import dataclass, asdict
import json

@dataclass
class User:
    id: int
    name: str

user = User(id=1, name="Alice")
print(asdict(user))


Output:

{'id': 1, 'name': 'Alice'}


To serialize to JSON:

print(json.dumps(asdict(user)))


Output:

{"id": 1, "name": "Alice"}




A.6.6.2 With Pydantic 2.0+

Pydantic provides built-in serialization:

from pydantic import BaseModel

class User(BaseModel):
    id: int
    name: str

user = User(id=1, name="Alice")
print(user.model_dump())  # Pydantic 2.0+


Output:

{'id': 1, 'name': 'Alice'}


To serialize directly to JSON:

print(user.model_dump_json())  # Pydantic 2.0+


Output:

{"id":1,"name":"Alice"}


It also performs field validations before serialization.




A.6.7 Parsing

Parsing means taking some external data (like a JSON string, or a dictionary) and create a Python object from it.


A.6.7.1 With Dataclasses

If you have a dictionary and want a dataclass object, you manually unpack:

data = {"id": 1, "name": "Alice"}
user = User(**data)
print(user)


Output:

User(id=1, name='Alice')


⚠️ If types are wrong, dataclasses do not validate:

data = {"id": "wrong", "name": 123}
user = User(**data)
print(user)


Output:

User(id='wrong', name=123)


⚠️ No error even though id is supposed to be an int!





A.6.7.2 With Pydantic 2.0+

Pydantic models can validate and parse data safely:

data = {"id": "1", "name": "Alice"}
user = User.model_validate(data)  # Pydantic 2.0+
print(user)


Output:

id=1 name='Alice'


✅ It automatically coerces the string "1" into the integer 1.

If data is invalid:

bad_data = {"id": {}, "name": []}
user = User.model_validate(bad_data)


Raises:

pydantic_core._pydantic_core.ValidationError: 2 validation errors...


✅ Pydantic clearly tells you which fields are wrong.






A.6.8 Dataclasses, Pydantic, and Generics

Both dataclasses and Pydantic models can also work naturally with Python generics using Generic and TypeVar.

This means you can create reusable, type-safe models without tying them to a specific type until usage.

Example with a dataclass:

from typing import Generic, TypeVar
from dataclasses import dataclass

T = TypeVar("T")

@dataclass
class Box(Generic[T]):
    thing: T


Example with a Pydantic model:

from pydantic import BaseModel

class Box(BaseModel, Generic[T]):
    thing: T


Later, you can specialize them:

box_of_ints = Box[int](thing=123)
box_of_strings = Box[str](thing="hello")


✅ In both cases, you get structured, reusable models. ✅ Pydantic will additionally validate the types at runtime!



A.6.9 Parsing Generic Models with Pydantic

What if you receive dynamic external data like this?

data = {"thing": "123"}


Can you parse it into a generic model?

Let’s see!

With dataclass, You can manually unpack the data:

box = Box[int](**data)
print(box)


Output:

Box(thing='123')


✅ Object is created.

⚠️ But there’s no type checking or coercion: - thing is a string, even though we declared it should be an int. - Python doesn’t complain. - Type mismatch is silently accepted.

With Pydantic, You can parse it safely with:

box = Box[int].model_validate(data)
print(box)


Pydantic will automatically validate and even coerce thing to the correct type:

thing=123


✅ Pydantic automatically: - Coerces "123" (string) into 123 (integer) - Validates the type - Ensures the object matches the declared structure

If parsing fails (bad data), Pydantic will raise a clear ValidationError instead of letting wrong data sneak in.



A.6.10 Difference Between Dataclass vs Pydantic with Generics









	Feature
	Dataclass + Generic
	Pydantic + Generic





	Type safety (static checking)
	✅
	✅



	Runtime validation of field types
	❌ No
	✅ Yes



	Parsing from external data
	❌ Manual unpacking
	✅ Built-in validation and coercion



	Best use case
	Internal, trusted code
	External, untrusted inputs





✅ Dataclasses + Generic are great for trusted internal data. ✅ Pydantic + Generic shine when parsing and validating real-world external data.




A.7 Logging Basics

You may have noticed we’ve included logging in our implementation. Logging is one of the most important skills for any developer, this seciton explains the basics of logging.


A.7.1 What is Logging and Why Use It?

Logging is a way to track what happens when your program runs. Instead of using print() statements that you later remove, logging lets you keep valuable debugging information in your code.

In our financial tools, logging helps us:


	Track when functions are called and with what parameters

	See detailed error information when something goes wrong

	Understand the flow of execution through our code





A.7.2 Basic Logging in Our Code

Here’s how we’ve set up logging in our tools:


	Create a Logger:

logger = logging.getLogger(__name__)


This creates a logger named after the current module.


	Set Log Level:

logger.setLevel(logging.DEBUG)


This determines which messages get recorded.


	Add Log Messages:

logger.debug(f"Getting stock price for {ticker}")


These show what’s happening in our code.


	Log Errors:

except Exception as e:
    logger.error(f"Error fetching stock price: {str(e)}", exc_info=True)


This captures detailed error information.






A.7.3 Test our Tools with Effective Logging

Now let’s test our tools and see how to make our logs useful. Create a test_tools_yf.py file:

# %%
import logging
import sys
from tools_yf import (
    get_stock_price,
    get_stock_history,
    get_company_info,
    get_financial_metrics
)

# %%
# Test the stock price function
ticker = "TSLA"
print("\n--- Testing get_stock_price ---")
result = get_stock_price(ticker)
print(f"Result: {result}")

# %%
# Test the stock history function
print("\n--- Testing get_stock_history ---")
result = get_stock_history(ticker, 7)
print(f"Result: {result}")

# %%
# Test the company info function
print("\n--- Testing get_company_info ---")
result = get_company_info(ticker)
print(f"Result: {result}")

# %%
# Test the financial metrics function
print("\n--- Testing get_financial_metrics ---")
result = get_financial_metrics(ticker)
print(f"Result: {result}")


Let’s use the interactive environment to run the test script. We’ve add the # %% marker on top of the statements - as we mentioned when we set up interactive Python development in Section A.2, this creates a code cell that can be run interactively in VS Code with Jupyter integration.

To run each cell:


	Open the file in VS Code (or compatible IDE)

	Click the “Run Cell” button that appears above the # %% line, or use the shortcut Shift+Enter or Shift+Return (on Mac)

	If prompted to select a kernel, choose the .venv environment we created earlier



If you see a prompt saying "Running cells requires the ipykernel package", click the prompted “Install” button. If that fails, you can install it directly from the terminal:

uv add ipykernel


After that you should be able to run test script, you’ll see output like:

--- Testing get_stock_price ---
2025-04-22 21:26:20,148 - tools_yf - DEBUG - Getting stock price for TSLA
Result: Tesla, Inc. (TSLA) is currently trading at $237.97, up 4.60% today.

So the functions correctly fetch the data from Yahoo Finance and format the results nicely.

However, remember that we have configured the logging system, where are those logs?



A.7.4 Why Configuring Logging Matters

An important lesson: just adding logger calls to your code isn’t enough. You need to configure the logging system to actually see the messages.

Let’s copy test_tools_yf.py into test_tools_yf_log.py under the playground directory. Now let’s add the following into the file:

# %%
# Configure logging to show in the console
logging.basicConfig(
    level=logging.DEBUG,
    format='%(asctime)s - %(name)s - %(levelname)s - %(message)s',
    handlers=[
        logging.StreamHandler(sys.stdout)  # Log to stdout to see in notebook/interactive output
    ]
)


Our logging.basicConfig() call does several important things: - Sets which messages to show (level=logging.DEBUG) - Formats messages with helpful information like timestamps - Directs logs to the console so we can see them

Now when you run the test script, you’ll see output like:

--- Testing get_stock_price ---
2025-04-22 22:04:14,016 - tools_yf - DEBUG - Getting stock price for TSLA
2025-04-22 22:04:14,017 - yfinance - DEBUG - Using User-Agent: Mozilla/5.0 (Macintosh; Intel Mac OS X 10_15_7) AppleWebKit/537.36 (KHTML, like Gecko) Chrome/133.0.0.0 Safari/537.36
2025-04-22 22:04:14,018 - yfinance - DEBUG - get_raw_json(): https://query2.finance.yahoo.com/v10/finance/quoteSummary/TSLA
2025-04-22 22:04:14,018 - yfinance - DEBUG - Entering get()
2025-04-22 22:04:14,018 - yfinance - DEBUG -  Entering _make_request()
2025-04-22 22:04:14,019 - yfinance - DEBUG - url=https://query2.finance.yahoo.com/v10/finance/quoteSummary/TSLA
2025-04-22 22:04:14,356 - yfinance - DEBUG - TSLA: OHLC after combining events: 2025-04-22 00:00:00-04:00 only
...
2025-04-22 22:04:14,358 - yfinance - DEBUG - TSLA: yfinance returning OHLC: 2025-04-22 00:00:00-04:00 only
2025-04-22 22:04:14,358 - yfinance - DEBUG -  Exiting history()
2025-04-22 22:04:14,359 - yfinance - DEBUG - Exiting history()
Result: Tesla, Inc. (TSLA) is currently trading at $237.97, up 4.60% today.

This shows both our log message and the function’s return value.



A.7.5 Control Log Verbosity

If you feel external libraries like yfinance too chatty with DEBUG logs. We can control this with:

logging.getLogger('yfinance').setLevel(logging.WARNING)
logging.getLogger('urllib3').setLevel(logging.WARNING)
logging.getLogger('peewee').setLevel(logging.WARNING)


This tells Python: “Only show WARNING or higher messages from these libraries.” This keeps our output focused on what we care about.

Now when you run the test script, we will only see our DEBUG message from tools_yf.py and the actual return value.

--- Testing get_stock_price ---
2025-04-22 22:08:23,271 - tools_yf - DEBUG - Getting stock price for TSLA
Result: Tesla, Inc. (TSLA) is currently trading at $237.97, up 4.60% today.


As you build your agent, remember that good logging practices will make development and debugging much easier. We’ll continue to use logging throughout this tutorial as we build more complex functionality.



A.7.6 Understand Where to Configure Logging

An important question: where should we put the logging.basicConfig() call?

In Python’s logging system:


	The first call to logging.basicConfig() in a program configures the root logger

	Subsequent calls have no effect



This means:


	DO: Configure logging in your main script (the entry point of your program)

	DON’T: Configure logging in libraries or modules that might be imported



In our case, we put the configuration in test_agent.py because that’s our entry point. If we had put it in func_tools_yf.py or agent.py, it would only work if those modules were imported before any other logging configuration happened.



A.7.7 Key Takeaways About Logging

Through our testing, we’ve learned several important lessons about logging:


	Add Logging Statements: Include logger.debug(), logger.info(), and logger.error() in your code to track execution.


	Configure Logging Once: Put logging.basicConfig() in your main script, not in libraries/modules.


	Be Selective: Use logging.getLogger("module.name").setLevel(logging.DEBUG) to enable detailed logging only for specific parts of your code.


	Include Context: Log relevant variables and parameters to make debugging easier.


	Format Logs Clearly: Use a format that includes timestamps, module names, and log levels.
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